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Abstract

This paper studies how the micro behaviors of oil tankers and their interactions with
exporters trigger shipping market congestion and pose significant implications for oil
trade, prices, and final good production. By constructing a unique shipping dataset
that tracks 757 oil tankers during 20172020, we document three novel facts: shipping
market congestion, prevalence of market switching behavior by oil tankers, and propa
gation of oil trade shocks through a transportation network. By embodying the central
mechanisms underlying the novel facts, we develop in a pioneering way a search and
matching model that connects oil exports, transportation, and final good production,
with a focus on the formation of shipping market congestion. Counterfactual exercises
unveil that while congestion attenuates over one third of the volatility in oil trade and
final good production that would otherwise have occurred in a congestionfree envi
ronment due to the impacts of oil trade shocks, this comes at the cost of exaggerated oil
price fluctuations. Furthermore, compared to exogenous trade shocks, the correspond
ing endogenous adjustment of the oil transportation network only plays a minimal role
in creating fluctuations of those macro aggregates, including oil prices.
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1. Introduction
“Maritime transport is the backbone of global trade and the global economy, …, yet the
vast majority of people are unaware of the key role played by the shipping industry, which
is largely hidden from view.”
— Ban Kimoon, Former UN SecretaryGeneral

As pointed out by Ban Kimoon on the World Maritime Day 2016, in spite of the vital importance
of maritime transportation industry in championing world trade and economy, little is known about
what it is comprised of, how it operates, and more importantly, why its functioning in response to oil
trade shocks may lead to intended or unintended economic consequences. In particular, among the
variety of commodities traded worldwide, the trade of oil – the lifeblood of industrialized nations –
is still largely dependent on maritime transportation.1 From the 1973 oil crisis to the 2020 Russia
Saudi oil price war, we have witnessed how tremendous and widereaching the impacts of such oil
trade shocks could be to the world economy, therefore it remains vitally important to understand
the role (if any) that the oil transportation industry plays in the shocks propagation.
Towards this end, we study in this paper how the micro behaviors of oil tankers and their interac
tions with exporters in the oil transportation industry trigger shipping market congestion and pose
significant implications for oil trade, prices, and final good production. Empirically, by construct
ing a unique shipping dataset that tracks the shipping statuses of 757 oil tankers during 20172020,
we document three novel facts – shipping market congestion, prevalence of market switching be
havior by oil tankers, and propagation of oil trade shocks through a transportation network – which,
for the first time in literature, enable a deep understanding on how the oil transportation industry
works.2 Theoretically, by embodying the three central mechanisms – congestion, market switching
behavior by oil tankers, and oil trade shocks – underlying the novel facts, we develop in a pioneer
ing way a multimarket random search model of the shipping markets that connects oil exports,
transportation, and final good production. In the model, we pay special attention to the formation
of shipping market congestion, which arises from the imbalance between the demand for, and the
supply of, oil transportation services in a shipping market, and is defined by the fact that increases
in the number of one searching ship (exporter) decrease the probability faced by other ships (ex
1

Huge quantities of crude oil and clean petroleum products (CPP, also know as product oil) are transported by sea
between production sites, refineries, and points of consumption due to limited pipeline infrastructure between trading
partners. According to the data from the U.S. Energy Information Administration and United Nations Conference on
Trade and Development (2019), seaborne oil transportation is responsible for approximately 80% of world oil exports
and imports.
2
The 757 tankers in our shipping data cover almost the entire product tanker fleet between 2017 and 2020. For
reference, product tankers are the main type of vessels used to transport product oil worldwide. See Section 2.1 or Li
et al. (2021) for details.
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porters) of a successful match. With the estimated model, we then show through counterfactual
exercises that congestion plays a critical role in stabilizing the fluctuations of oil trade and final
good production induced by oil trade shocks; in fact, it attenuates over one third of their volatil
ity that would otherwise have occurred in a congestionfree environment. Yet, such stabilization
comes at the cost of exaggerated volatility in oil prices, since the pricing mechanism in our model
inherits the dynamics in the oil shipping markets. Furthermore, we emphasize that compared to
exogenous oil trade shocks, the corresponding endogenous adjustment of the oil transportation
network only plays a minimal role in creating fluctuations of all the previously mentioned macro
aggregates, including oil prices. Our paper is the first to unveil the irreplaceable role played by the
oil transportation industry in the propagation of oil trade shocks to the wider economy, which has
been largely overlooked in the traditional setup of oil market clearing condition in the international
trade literature.
The advance in quantitative research to uncover the role of oil transportation has been hindered
for long primarily due to the lack of appropriate shipping data. Indeed, in order to study the mi
cro behaviors of oil tankers, we need a longitudinal shipping dataset of high frequency that tracks
each tanker’s shipping statuses. Traditionally, such quest is nearly impossible since only aggregate
trade or economic data are available (from international organizations or countries’ customs), and
they are often in low frequency (monthly or yearly), delayed (with two to three months lag), and
lacking adequate public access. Fortunately, the rapid advent of Automatic Identification System
(AIS) data in recent years provides unprecedented details about the realtime movements of oil
tankers and makes it possible to construct a shipping dataset for our needs. However, informa
tive as the AIS data are, they do not provide information on the cargo type of a loaded oil tanker
(i.e., crude or product oil); without it, we cannot observe the market switching behavior of these
tankers nor explicate the role such behavior plays in generating implications for macro aggregates.
Therefore, we apply in an innovative way the random forest (RF) ensemble learning technique to
the AIS data so as to predict cargo types and subsequently construct a shipping dataset that tracks
sequential loaded trips taken by each of the 757 oil tankers during 20172020.3 Among other con
tributions, our methodology is the first in literature that specifies the market switching behavior of
oil tankers and applies an ensemble learning approach to estimate their cargo types. Leveraging
this unique shipping dataset, we document three novel facts, namely, shipping market congestion,
prevalence of market switching behavior by oil tankers, and propagation of oil trade shocks through
a transportation network. In particular, we illustrate the presence of shipping market congestion by
estimating an aggregate matching function in the shipping industry; our estimate indicates that for
one percent increase in the number of searching ships, the average contracting probability for ships
3

Interested audiences could find more details of this methodology in an accompanying paper (Li et al. 2021).
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decreases by 0.6 percent, holding all else constant.
Next, taking into account the three central mechanisms embedded in the novel facts, we build in
a pioneering way a DiamondMortensenPissarides (DMP) random search model that connects oil
exports, transportation, and final good production.4,5 Specifically, the oil transportation industry
is comprised of two markets which trade crude and product oil respectively. In each shipping
market, unmatched exporters have oil cargoes to deliver (which are subject to oil trade shocks) and
hence participate in searching for available ships. Unloaded ships, on the other hand, constantly
search for oil cargoes to deliver. The two parties engage in a random matching process with each
other. If matched, unloaded ships become loaded with oil cargoes and start sailing, whilst the
unmatched exporter pool is replenished with entries of potential exporters. If unmatched, unloaded
ships decide whether to continue to search in its current market or to direct their search effort
to the other market, whilst unmatched exporters remain unmatched and continue searching for
available ships next period. Importantly, if a ship chooses to switch markets, it must spend extra
time in traveling while remaining unloaded before it becomes available in the other shipping market.
This state, which we refer to as ballasting, embodies the time cost that a ship incurs when making
a switching decision, since oil transportation markets are geographically remote.6 Finally, after
loaded ships arrive at their destinations, the transported oil cargoes are aggregated through a CES
aggregator to produce a final consumption good.
With the baseline model, we derive the equilibrium oil trade, prices, as well as the resulting final
good production. In particular, we show that oil trade depends on the oil cargo delivered by each
ship, together with the number of ships transporting oil cargoes; the former is directly determined
by exogenous oil trade shocks, whilst the latter marks the corresponding endogenous adjustment of
the oil transportation network to exogenous oil trade shocks. For oil prices, they are driven by the
behaviors of ships across shipping markets, whereas the behaviors themselves are influenced by
the imbalance between the demand for, and the supply of, oil shipping services in each market as
a result of the dispersion of realized trade shocks and variations in tastes, among other primitives.
Lastly, final good production combines the oil inputs and thus inherits the variations therein.
4

We opt for a DMP random search model instead of directed search mainly due to its ability of explicitly mod
eling the negotiation process between ships and exporters. As we demonstrate, the negotiation process endogenizes
the surplus sharing between ships and exporters in each shipping market, and the resulting differences in negotiated
commissions rationalize the switching behaviors of ships across markets. Moreover, the process of commissions ne
gotiation is consistent with industrial practice as it is how the spot freight rates are usually determined in reality.
5
In what follows, we describe the model structure tailored to the oil transportation industry. However, as readers
will see in the main text, the baseline model is developed in a setting with multiple commodity shipping markets,
implying that our framework could be easily applied to other industries with similar features as what we see for oil
transportation.
6
In our context, the geographic dispersion of oil shipping activities across regions where oil is produced and where
it is refined and consumed defines the spatial nature of this industry and the geographic remoteness of oil shipping
markets.
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Since our constructed shipping data provide unprecedented details about the micro behaviors of oil
tankers, we take advantage of these data and tailor our empirical implementation of the model to the
crude and product oil shipping markets. This involves firstly calculating various moments from the
shipping data (for instance, tanker utilization, which is defined as the proportion of oil tankers that
are loaded with oil cargoes in a shipping market), and subsequently applying the Simulated Method
of Moments (SMM) to match model moments to their empirical counterparts and determine several
free parameters which cannot be calibrated externally. The specific SMM procedures we apply
follow Chernozhukov & Hong (2003) and Lise (2013), in which a Markov Chain Monte Carlo
(MCMC) estimation approach is undertaken.7 Using this approach, we show that all the selected
moments are matched reasonably well.
Having estimated the baseline model, we firstly apply it to answer two related questions: how does
the oil transportation network endogenously adjust to exogenous trade shocks and trigger ship
ping market congestion, and how does the resulting congestion affect a ship’s searching behaviors
within and across markets? By evaluating the impulse response functions, we show that on im
pact, a positive oil trade shock clearly favors a ship’s job search in the market where it hits, hence
leading to a rise in tanker utilization. However, as more ships flow into the market through ballast
ing, the supply of shipping services exceeds the demand, therefore the benefits the shock brings to
the impacted market (i.e., higher contracting probability and commissions) start to be depleted and
shipping market congestion intensifies. The congestion externality then drives down the contract
ing probability for ships and commissions paid, leading to movements in tanker utilization of the
opposite direction. In this way, excessive flows of ships into the market that receives a favorable
trade shock are withheld such that the fluctuations in tanker utilization are attenuated.
Subsequently, building on our answers to the previous two questions, we answer the key question of
our paper: how do the three central mechanisms in the oil transportation industry pose significant
implications for oil trade, prices, and final good production? Since the baseline model is built
in a way that the role played by each central mechanism in triggering macro implications could
be easily disentangled from the others, we perform three corresponding counterfactual exercises –
full utilization, no ballasting, and zero trade variation – and compare each of them to the baseline
scenario, which is constructed using the recovered trade shocks that are consistent with the observed
evolution of tanker utilization in the shipping data from 2017W5 to 2020W48.
We answer the above question stepbystep by studying each of the counterfactual exercises. Firstly,
by contrasting the full utilization counterfactual (i.e., all ships are utilized to carry oil cargoes) with
7

The main advantage of the MCMC approach is that it only requires function evaluations, and thus the discontinuous
jumps that occur as a result of search do not cause the same problems that would otherwise arise with a gradient based
extremum estimator (e.g., the objective function is not smooth).
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the baseline, we show that allowing for shipping market congestion is crucial as it smooths the
fluctuations in oil trade and final good production brought about by oil trade shocks; in fact, con
gestion stabilizes more than one third of the volatility in oil trade and final good production that
would otherwise have occurred in a congestionfree environment. The stabilization is intuitive;
if there were no congestion in the shipping markets, unloaded ships could find oil cargoes to de
liver instantaneously, which essentially implies that all the exogenous variations from oil trade
shocks would translate to swings in oil trade and final good production with no offsets from the oil
transportation network. Nevertheless, the stabilization still comes at a cost as oil prices fluctuate
more, because the pricing mechanism in the baseline model takes into account not only the substi
tution effect between crude and product oil, but also the dynamics in the shipping markets. Next,
by considering a no ballasting counterfactual (i.e., ships cannot switch between markets) against
the baseline, we find that by allowing for market switching behavior by oil tankers, oil trade gets
destabilized in the market where a trade shock hits but stabilized in the other where it doesn’t. This
occurs because ballasting enables asymmetric responses of tanker utilization as ships can optimize
their searching behaviors across markets. Relatedly, by comparing the no ballasting counterfactual
to the full utilization counterfactual, we show quantitatively that it is the shipping market conges
tion that contributes significantly to oil trade stabilization. Lastly, by contrasting the zero trade
variation counterfactual (i.e., there is no trade shock) with the baseline, we illustrate that it is the
oil trade shocks that create most of the observed fluctuations in oil trade, prices, and final good
production; compared to these trade shocks, the corresponding endogenous adjustment of the oil
transportation network only plays a minimal role in the process.
In the final part of our paper, we consider three natural experiments to analyze how the micro
behaviors of ships and exporters respond to variations in shipping policy (i.e., shipping fuel regula
tion to cut sulfur emission), risk (i.e., 2021 Suez Canal obstruction), and rationing scheme (i.e., the
possibility of an unsanctioned Iran) respectively, and how each can have distinct macroeconomic
implications. Firstly, by modeling the sulfur regulation as a sailing cost shock, we find that, con
trary to the traditional view, tanker utilization increases in both markets, so do oil trade and final
good production. This is because a rise in sailing cost deteriorates a ship’s bargaining position, as
it makes ballasting more costly. This then translates to suppressed commissions, leading to more
oil cargoes to be delivered, and subsequently, higher tanker utilization. Secondly, by modeling
the 2021 Suez Canal blockage as a negative shock to arrival probabilities, we illustrate that the
blockage directly raises the loaded ships’ traveling time and essentially makes them “stuck” in the
loaded state and unable to ballast for better opportunities. Therefore, they are compensated with
higher commissions, encouraging tanker utilization. Lastly, by modeling the unsanctioned Iran
as an exogenous increase in potential exporters, we show that the size of oil market increases as
there is more oil to be delivered. This results in higher demand for shipping services, which is then
5

accommodated by higher tanker utilization. As a result, oil trade is projected to increase.
Related literature. Our paper connects to four strands of literature: (1) trade and transportation
network, (2) search and matching, (3) oil prices and shocks, and (4) AIS application in economics.
Firstly, our theoretical model accounts for the oil transportation network and explains in detail
how it influences global oil trade. In this regard, it naturally links to the literature in international
trade studying the determination of trade flows (e.g., Eaton & Kortum (2002), Allen (2014), Wong
(2018), Brancaccio et al. (2020)). In particular, the pioneering work by Brancaccio et al. (2020)
offers novel insights on the role of transportation sector in attenuating differences in comparative
advantages across countries, creating network effects in trade costs, and dampening the impacts of
shocks on trade flows. Here, our setting also highlights the role of the oil transportation network
in dampening the impacts of trade shocks on oil trade; yet, the mechanism underlying our result is
completely different from theirs (i.e., changes in the bargaining position of a ship through varying
its outside option value). Specifically, the dampening force in our model is directly related to the
notion of congestion externality in the shipping markets (i.e., taking the perspective of ships, the
more of them search for oil cargoes to deliver in a shipping market, the less likely a ship gets hired
in that market), which has not yet been studied before. Furthermore, we follow the suggestion in
Brancaccio et al. (2020) by endogenizing oil prices in a general equilibrium framework involving
ships, exporters, and final good producer. We then show quantitatively that the stabilization in oil
trade and final good production is achieved at the cost of exaggerated oil price volatility since the
prices inherit variations in the tanker utilization across shipping markets, the finding of which offers
a novel explanation for the excessive oil price volatility observed in reality (e.g., Liu et al. (2016),
Chatziantoniou et al. (2021)). In addition, by modeling the market switching behavior of ships
explicitly, our findings also contribute to the large literature which studies the role of geography
in generating transportation network (e.g., Frechette et al. (2019), Buchholz (2020), Fajgelbaum &
Schaal (2020)).
Next, our paper links to the search and matching literature. The theoretical model builds on a
random search model in the spirit of the seminal work by Mortensen & Pissarides (1994), in which
search frictions in the labor market prevent workers and firms from perfectly matching up; instead
they engage in a random matching process and bargain over wages. Specifically, in order to account
for the observed micro behaviors of oil tankers in the shipping data, while at the same time build
the model in a way that such micro behaviors could lead to macro implications, we reconstruct the
model of Pilossoph (2014) in a pioneering way that two main innovations are included.8 Firstly, the
8

In addition, we also consider in the model that (1) arrival of a ship at a different market is stochastic so the time
needed to finish ballasting for each ship varies, and (2) potential exporter entry is costly. The first change is critical
as it reflects the reality that a ship’s arrival is subject to a variety of random factors (e.g., weather conditions and port
congestion), even when they operate on the same route and run at the same speed. The second change better reflects
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model permits a feedback loop that shipping market congestion affects a ship’s searching behaviors
within and across markets through changing its outside option value, while each ship’s searching
behaviors within and across markets in turn determine how shipping market congestion intensifies
in a shipping market. Secondly, the model explicitly considers the three stages of oil trade, namely,
exports, transportation, and serving as input to final good production. Given such setting, it makes
possible to study, for the first time in literature, how the variations in oil exports (i.e., oil trade
shocks) and transportation lead to distinct implications for macro aggregates.
Our findings also contribute to the studies of oil price determination, such as Kilian (2009), Kilian
& Zhou (2018), and most recently, Känzig (2021). Specifically, in his estimation of the dynamic
effects of oil shocks (i.e., oil supply, aggregate demand, and precautionary demand shocks) on
real oil price, Kilian (2009) applies the shipping freight rates as a measure of global real economic
activity that drives the demand for industrial commodities in global markets. Our model micro
founds spot freight rates (i.e., commissions) in the oil transportation industry and rationalizes the
application of freight rates as a measure of commodity demand.9 Indeed, our model predicts that
higher demand for oil translates to greater commissions paid to oil tankers, even though such in
crease gradually shrinks by the emergence of shipping market congestion. In this regard, our paper
also contributes to the literature which studies endogenous trade costs, such as Boddin & Stähler
(2018), Wong (2018), Asturias (2020), and Brancaccio et al. (2020).
Lastly, our paper is related to a growing strand of literature using the AIS data for trade and eco
nomic analysis. The AIS data have been applied in various research areas, including ship collision
and navigation safety (Zhang et al. 2015), shipping behavior (Breithaupt et al. 2017, Kroodsma et al.
2018), environmental evaluation and ship emission (Winther et al. 2014, Simonsen et al. 2019, Bai
et al. 2021), and shipping supply and freight rate prediction (Regli & Nomikos 2019). Recently, the
AISdriven trade and economic analysis has become an emerging research area. Some notable ex
amples include Cerdeiro et al. (2020), in which they estimate high frequency global seaborne crude
oil trade using the AIS data. Relatedly, Li et al. (2021) specify the market switching behavior by
product tankers and apply in a pioneering way the RF ensemble learning technique to the AIS data
so as to predict the cargo types of product tankers during their loaded trips; their approach enables
the quantification of global crude oil trade in a more accurate and tractable manner. Furthermore,
Prochazka et al. (2019) match fixture data with the AIS and study contracting behaviors in the
the oil market concentration in reality than the otherwise standard freeentry condition, and explicates the role that
exporter entry plays in determining shipping market congestion.
9
In the process, we also discover that tanker utilization in an oil shipping market might serve as an appropriate
measure of oil demand driven by fluctuations in the global business cycles. This measure has a potential advantage
over freight rates since it could control for a situation where the fluctuations in freight rates are driven by the provision
of shipping services which is external to global oil demand (e.g., the scrapping of emissionheavy oil tankers due to
the enactment of IMO 2020). We leave its empirical application for future endeavors.
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crude oil tanker market, whilst Heiland et al. (2019) construct a global container shipping network
using the AIS data for containerships and examine how a shock to the network affects global trade
using the Panama Canal expansion as a natural experiment. Brancaccio et al. (2020) also apply
the AIS data for dry bulk ships in their analysis. Despite the growing popularity, to the best of our
knowledge, there has been no attempt in this literature which applies the AIS data of oil tankers to
unveil the role of oil transportation in the propagation of oil trade shocks to the wider economy.
The rest of the paper is organized as follows. Section 2 provides an overview of the oil trans
portation industry, describes the unique shipping data, and illustrates the three novel facts. Section
3 presents our pioneering model of the shipping markets, our parameterization strategy, and the
corresponding estimation results. Section 4 discusses the model’s significant implications, whilst
Section 5 concludes. The appendices contain additional empirical evidence, proofs, counterfactual
exercises, and further estimation details.

2. Oil Transportation
2.1. Overview
Seaborne transportation is integral to global trade; it constitutes over 80 percent of total world
trade by volume and more than 70 percent by value (United Nations Conference on Trade and
Development 2019). In particular, seaborne oil transportation is responsible for approximately
80% of world oil exports and imports, reflecting its irreplaceable role in championing global oil
trade and economy (see Figure 1).
Figure 1: Global oil trade during 20172018, by mode
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Notes. Data on total oil exports and imports are retrieved from the U.S. Energy Information Administration, whilst
those carried by oil tankers are extracted from United Nations Conference on Trade and Development (2019).
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The seaborne oil transportation industry is comprised of a limited number of oil tankers providing
shipping service to carry a homogeneous oil cargo in an individual trip. Crude oil tankers, as
dedicated vessels to carry crude oil, are most often used to serve the seaborne crude oil shipping
market. However, the market can also be served by product tankers. They are originally designed
to carry clean petroleum products (CPP, also known as product oil) including naphtha, gasoline, and
jet fuel; nevertheless, for a specific trajectory (i.e., coated product tankers in the range of 55,000
to 125,000 deadweight tonnage (DWT), also known as long range (LR1 and LR2) tankers), they
can opportunistically switch to crude oil trade in order to take advantage of the freight earnings
differentials between the two shipping markets. In this paper, these product tankers are the focus
of our study.10
Trips are realized through individual contracts; shipowners have vessels for hire, and exporters
have oil to transport. Ships carry at most one cargo at a time, as the exporter fills up the hired
ship with oil product. In this paper, we focus on spot contracts (also known as voyage charters),
in which a ship is hired by an exporter to perform a specific trip.11,12 During a voyage charter, the
shipowner still manages the vessel, but the exporter selects the ports of origin and destination and
directs the vessel where to go. The exporter pays for all fuel the tanker consumes, port charges,
canal costs, and commissions that are specific to the voyage, whereas the shipowner incurs the
remaining shipping costs, e.g., crew cost.13

2.2. Data
To study the micro behaviors of oil tankers, and to build the empirical foundation for the theoretical
model that follows, we need a shipping dataset which is (1) longitudinal, (2) of high frequency, and
more importantly, (3) tracks each oil tanker’s shipping statuses. The longitudinal feature enables
us to observe the outcome of each ship’s job search, and high frequency data reduce the time aggre
gation bias in the construction of contracting and arrival probabilities, which is argued extensively
in the labor search and matching literature (e.g., Elsby et al. (2009), Shimer (2012), and references
10

Although our sample is restricted by data availability and we cannot equally observe the micro behaviors of crude
oil tankers, our framework can be easily extended once their data become available. Despite that crude oil tankers
cannot ballast and switch between markets, in equilibrium, their optimizing behaviors, dictated by either the shipowner
or shipping firm, unavoidably depend on the payoff of job search and corresponding outside option value.
11
Similar to dry bulk carriers as discussed in Brancaccio et al. (2020), oil tankers operate much like taxis; a specific
cargo is transported individually in a specific trip and on a nonscheduled route. This is in stark contrast to the way
that manufactured goods are transported; they are carried by containerships which usually carry cargoes from many
different sources, and operate on scheduled routes.
12
Voyage charters are the most common type of shipping contracts. Longterm contracts (i.e., time charters) do also
exist, yet they only represent a comparatively smaller share of contracts in the oil transportation industry, e.g., in the
product oil market, around 26% (37%) of LR1 (LR2) tankers are employed through timecharters.
13
In practice, the shipping costs are in general not separately budgeted, but included in the negotiated spot rate.
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therein) that once ignored, the cyclical properties of such transition probabilities are often distorted.
In terms of each tanker’s shipping statuses, we need information on whether the ship is (1) in high or
low speed, (2) moving or inport, (3) unloaded or loaded, and lastly, (4) if loaded, carrying crude
or product oil (i.e., cargo type). The statuses on speed and proximity to port are critical for the
identification of trips, whilst the loading status and cargo type define the state to which the ship
belongs.14,15
To construct such shipping dataset, we take advantage of several data sources. The primary source
is the AIS data of product tankers spanning from 2017 to 2020. Originally designed to avoid ship
collision, the AIS is an automatic tracking system installed on vessels. Its records provide real
time satellite and terrestrial data on a ship’s static (e.g., ship identity, ship size), dynamic (e.g.,
ship position, speed, and time stamp), and voyagerelated (e.g., draught, destination, and estimated
time of arrival) features (Yang et al. 2019); with such data, we identify a series of trips taken by oil
tankers, in each of which we know whether the tanker is transporting oil cargo or not.
Informative as the AIS data are, they do not provide information on the cargo type of a product
tanker during a loaded trip, which, in our study, is of vital importance as it is directly linked to
the market switching behavior of these tankers. To pin down such information, we apply fixture
data (i.e., shipping contracts) from Clarksons Shipping Intelligence Network. The data record a
nonexhaustive list of transactions between shipowners and exporters during 20172020 and their
respective features, e.g., vessel’s name, laycan (laydays canceling, or L/C) dates, loading and dis
charge ports, shipowner, cargo type, etc.
Nevertheless, our fixture data only record the broker’s own fixtures (i.e., deals closed by Clarksons)
and hearsay in the market. Therefore, such data only capture a limited fraction of transactions
in the entire shipping market. Considering this, we leverage the 2020 World Tanker Ports Map
provided by Clarksons Shipping Intelligence Network as another information source. In the map,
major tanker ports are categorized based on four types of port designations, which are crude oil
loading, crude oil discharge, product oil loading, and product oil discharge. Certain ports have
only one designation. For example, ports like Ras Isa and Ash Shihr in Yemen can only load crude
oil, whereas Caldera and Guayacan ports in Chile can only discharge product oil. Given such
information, we are able to pin down the cargo type of a product tanker through examining the
designations of those ports where it loads or discharges oil cargo.16
14

Ideally, the shipping dataset should have a similar structure to the one in the Current Population Survey (Flood
et al. 2020), with each ship’s “employment” status being either loaded or unloaded, and its “occupation” belonging to
carrying either crude or product oil.
15
Note that the idling state of ships (that is, temporarily shifting out of commercial operations and remaining idle
in the market of last contract) cannot be distinguished from the unloaded state due to a lack of unique identifier in the
shipping data. See Appendix X for a detailed discussion.
16
Our method of using port information to classify cargo types is similar to the one enacted in Yan et al. (2020),
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While we can label a large proportion of loaded trips in our dataset by applying fixture data and port
designation information, for those remaining loaded trips with cargo type unidentified (e.g., all the
ports that a tanker travels through have four port designations, and there is no available fixture that
can be matched to the loaded trip), we apply in a pioneering way the random forest (RF) ensemble
learning technique (Breiman 2001) so as to classify their cargo types. In a nutshell, this involves
selecting a set of input variables that in principle have significant power towards the prediction of
cargo types, and then applying bootstrap aggregation that builds a large collection of uncorrelated
classification trees and subsequently averages them.17,18 For reference, in an accompanying paper
(Li et al. 2021), we illustrate in detail how we construct the RF prediction model, from input variable
selection to predictive performance evaluation. With this methodology, we manage to label those
remaining loaded trips with cargo type unidentified from the previous steps, hence completing the
last step of constructing the required shipping dataset.
Summary statistics. Our final dataset includes 757 oil tankers, which covers almost the entire
product tanker fleet between 2017 and 2020. We end up with 24,950 loaded trips (with nonempty
information), in each of which we know cargo type, as well as other information such as trip dura
tion, loading and discharge ports, etc. Among these trips, 9,075 (36.4%) of them are classified as
crude oil trips, whilst the other 63.6% are classified as product oil trips. These loaded trips form the
basis of our analysis; we can retrospectively observe the outcome of each ship’s job search within
and across markets, and calculate the corresponding transition probabilities. Lastly, there are in
total 83,079 shipweek observations where ships are either partially or fully loaded, and another
53,331 shipweek observations in which ships are unloaded and choosing between staying in its
current market and moving to the other.
where they apply information on the oil import and export attributes of a port to distinguish between the types of
cargoes carried by oil tankers. Specifically, they first classify a port as oil importing if the total amount of oil cargoes
unloaded by oil tankers entering the port exceeds that of cargoes loaded there, and oil exporting if otherwise. Given
the designations of ports, they then classify the cargo carried by an oil tanker as product oil if it is loaded at an oil
importing port. We did not opt for their approach entirely because of two main reasons: (1) the 2020 World Tanker
Ports Map provides direct information on the type of oil cargoes that can be loaded or unloaded at a certain port, and
(2) there are cases where a tanker is partially loaded at an oil exporting port, and becomes loaded at an importing port.
17
For instance, as is widely accepted in the maritime industry, one input variable to consider is whether a loaded trip
originates from the east or west of the Suez Canal; if the trip originates from the east of the Suez Canal, there is a high
probability that the ship is carrying product oil, and vice versa.
18
The key underlying mechanism embedded in the formation of classification trees is recursive binary partition.
We split the input variable space into a set of nonoverlapping multidimensional rectangles, and then fit a fixed class,
say the majority class, to each one. For instance, we consider a classification problem with discrete response y and
input variables (x1 , . . . , xJ ). When growing a classification tree, the partition is performed recursively. First of all,
we select one of the input variables xj and the corresponding split point s to split the Jdimensional input variable
space into two subspaces: one containing all the observations with xj ≤ s, and the other for those with xj > s (e.g.,
whether the vessel’s age is less than 15 years or not). Subsequently, in a similar manner, we split each of subspaces by
choosing splitting input variable and corresponding split point. This operation is repeated until some minimum node
size is reached (i.e., the minimum number of observations in a single multidimensional rectangle).
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2.3. Novel Facts
In this section, we document three novel facts of the oil transportation industry, namely, shipping
market congestion (Section 2.3.1), prevalence of market switching behavior by oil tankers (Section
2.3.2), and propagation of oil trade shocks through a transportation network (Section 2.3.3). The
aim is to highlight the key aspects of shipping markets, which then provide rationale for the central
mechanisms we will consider in the theoretical model.

2.3.1. Shipping Market Congestion
Shipping market congestion arises naturally from the imbalance between the number of unloaded
ships searching for oil delivery jobs (i.e., the supply of shipping services) and exporters’ capacity
of hiring (i.e., the demand for shipping services); taking the side of ships, it implies that increases
in the number of one searching ship decrease the probability faced by other ships of a success
ful match.19,20 One way of concisely illustrating its presence is through estimating the aggregate
matching function in the oil transportation industry. This function, which has been used extensively
in labor search and matching theory to study employment outcomes (e.g., Petrongolo & Pissarides
(2001)), takes as inputs both the stock of unloaded and searching ships (st ) and that of unmatched
and searching exporters (vt ), and dictates the number of matches to be formed (λt ):
λt = Λ(st , vt ),

(1)

where the function Λ(.) is assumed to be increasing, concave, and linearly homogeneous in both
of its arguments.21,22
19

Taking the side of exporters, the presence of shipping market congestion also implies that increases in the number
of one searching exporter decrease the probability faced by other exporters of a successful match. Technically, we
could illustrate such presence by applying a similar estimation framework to that in Section 2.3.1, i.e., calculating the
−α
average contracting probability for exporters, qt ≡ Λ(st , vt )/vt = ψsα
t vt , and estimating its empirical relationship
with the number of unmatched and searching exporters, vt . However, this cannot be implemented in our dataset since
neither qt nor vt is observed.
20
Shipping market congestion is also closely linked to the presence of search frictions in the oil transportation indus
try. To see this, we document in Appendix I the underutilization of empty ships in major net oil exporting countries
and find support for search frictions since there are often unrealized matches when both parties are available.
21
That the matching function only depends on the stocks of searching agents on either side of the market implies
that they are homogeneous in terms of their matching probabilities. For instance, the number of matches in an oil
shipping market depends only on the stocks of searching tankers and oil exporters; other characteristics (e.g., vessel’s
age) do not significantly affect the matching rate, even if they determine the payoff of job search or the freight rate.
As such, it is distinct from the matching literature that studies the matching outcomes between heterogeneous agents
(e.g., matching games). For instance, in an application of industrial organization, Fox et al. (2018) show that upstream
firms sort to downstream firms based on the product quality and capacity of each of the firms.
22
The assumption of linear homogeneity has gained some support in the literature of matching function estimation
in the shipping industry. Using dry bulk shipping data and a nonparametric estimation strategy as in Matzkin (2003),
without assuming constant returns to scale, Brancaccio et al. (2020) show that the implied degree of homogeneity of
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Towards this end, we consider a special case of the aggregate matching function. In particular, as in
the vast majority of the search and matching literature (e.g., Petrongolo & Pissarides (2001), Elsby
et al. (2009)), it is assumed that the aggregate matching function is of the CobbDouglas form with
constant returns to scale:
Λ(st , vt ) = ψsαt vt1−α ,
(2)
where ψ is a parameter capturing the matching efficiency, while α and 1 − α are the elasticities of
matches with respect to searching ships and exporters. Now, given the matching function (2), we
define the average contracting probability for ships (ft ) as:
ft ≡

Λ(st , vt )
= ψsα−1
vt1−α ,
t
st

(3)

which is the probability that an average ship enters into a contract with an exporter to deliver an
oil cargo at time t. Equation (3) implies that conditioning on the number of (unobserved) search
ing exporters (or equivalently, oil cargoes to be delivered), the elasticity parameter α essentially
determines how the shipping market congestion intensifies when more ships decide to search for
oil delivery jobs, i.e., how the average contracting probability changes when there is an increasing
number of searching ships, holding all else constant. For instance, if α is small and lower than 1, it
implies that increases in st will decrease ft , generating the congestion effect. Hence, by taking nat
ural logarithm of both sides of Equation (3), we derive Equation (4), though which we can estimate
α by a linear regression:
log(ft ) = log(ψ) + (α − 1) log(st ) + (1 − α) log(vt )

(4)

= β0 + ιt + β1 log(st ),
where β0 + ιt = log(ψ) + (1 − α) log(vt ) and β1 = α − 1. Yet, due to the problem of reverse
causality (e.g., the average contracting probability also affects the number of searching ships in a
market), it implies that the regression is going to lead to biased estimates. Therefore, we need some
instruments to tackle the endogeneity issue.
For this purpose, we apply sea weather conditions at 15 major ports located near the Persian Gulf
as instruments for the number of searching ships in the oil transportation industry.23 In theory,
the matching function under the Poisson distributed exporters is roughly equal to one.
23
We construct the weather instruments in several steps. Firstly, for each of the 15 major ports near the Persian Gulf
(i.e., Fujairah, Jebelali, Jebel Dhanna Terminal, Khor Fakkan, Ruwais, Vopak Terminal in the United Arab Emirates,
Juaymah Terminal, King Fahd Port, Ras Tanura in Saudi Arabia, Mina Abdulla, Mina Alahmadi in Kuwait, A1 Basra
in Iraq, Ras Laffan in Qatar, Sitrah in Bahrain, and Sohar in Oman), we collect information on the horizontal speed
of wind at both 10m and 100m above the surface of the Earth, along with the temperature of air at 2m above the
surface of land, sea, or inland waters, from the ECMWF Reanalysis 5th Generation (ERA5) dataset, which provides
hourly estimates of a large number of atmospheric, land, and oceanic climate variables. Next, we calculate the weekly
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these weather instruments are valid because they affect the departures and arrivals of ships (and
hence their searching behaviors) without affecting the number of exporters. Furthermore, they are
relevant in the sense that a large proportion of crude and product oil trips originate from the Persian
Gulf (see Figure 2 for an illustration), so any changes in sea weather there should in principle have
an impact on the number of searching ships. In what follows, the validity and relevance of the
weather instruments are formally tested, and their results are presented in Table 1.
Figure 2: Geographic concentration of oil trade
(a) Crude oil trade

(b) Product oil trade

Notes. The plots depict the geographic concentration of crude and product oil trips during the sampling period of
2017W52020W48. The trips are those with cargo type identified using fixture data and port designation information.
The geographic concentration of oil trade is differentiated by colors in a spectrum, with red and blue representing high
and low levels of concentration respectively. The plots are created in Mapbox OpenStreetMap with input from our
shipping dataset.

Table 1 shows the results from an instrument variables (IV) regression where we regress log av
erage contracting probability for ships on a constant, log average West Texas Intermediate (WTI)
oil futures price (deflated by the U.S. Consumer Price Index), and the number of unloaded and
searching ships (which is normalized by the total number of ships) instrumented by the log average
horizontal (E/W and N/S) speed of wind at 100m above the Earth and the average temperature of air
at 2m above the surface of land, sea, or inland at 15 major ports near the Persian Gulf.24 Note that
the WTI oil futures price is included to control for the demand side effect on average contracting
probability for ships, and limited information maximum likelihood (LIML) is applied as it is more
averages of the weather variables across the 15 ports, with each port’s data weighted by the average number of loaded
trips originating from the country where the port is located during 20172020.
24
The results are robust to alternative sea weather instruments, e.g., average horizontal (E/W and N/S) speed of wind
at 10m above the Earth, and average horizontal (E/W and N/S) speed of the “neutral” wind at 10m above the Earth (the
neutral wind is calculated from the surface stress and the corresponding roughness length by assuming that the air is
neutrally stratified).
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Table 1: Estimation of the aggregate matching function
OLS

LIML

log(st )

log(ft )
0.614∗∗

log(st )

(0.284)
log(windE/W,100m )

0.027
(0.021)

log(windN /S,100m )

0.010
(0.020)
1.079∗∗∗

log(temperature2m )

(0.259)
0.037∗∗

0.096∗∗∗

(0.016)

(0.023)

200

200

R2

0.1238

0.4225

F (3, 195)

6.970

log(W T It )

Observations

Sargan statistics (χ2 (2))

0.966

Notes. LIML is applied to estimate the IV regression. As the test statistic
of the PaganHall test of heteroskedasticity stands at 7.393 with a pvalue
of 0.12, and that of the CumbyHuizinga test of serial correlation in errors
equals 0.943 with a pvalue of 0.33, we apply homoskedastic standard
errors in the IV regression. Data on the average contracting probability for
ships and the number of searching ships are calculated using the shipping
data in 2017W52020W48. Data on the wind speed and air temperature
are obtained from the ERA5 dataset. Data on the WTI oil futures price are
obtained from the U.S. Energy Information Administration. ∗ p < 0.10,
∗∗
p < 0.05, ∗∗∗ p < 0.01.
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robust to weak instruments problem than 2SLS (Stock & Yogo 2005). The first column summa
rizes the firststage results: even though the wind speed variables are not statistically significant,
the F statistic of the three weather instruments stands at 6.97, which exceeds the StockYogo weak
identification test critical value of 6.46 at 5% level of significance and 10% desired maximal size,
indicating their joint relevance for the number of searching ships.
The estimated elasticity of average contracting probability for ships with respect to the number of
unloaded and searching ships (βˆ1 ), as shown in the second column of Table 1, is equal to 0.614 and
statistically significant. This implies that for one percent increase in the number of searching ships,
the average contracting probability for ships decreases by 0.6 percent, holding all else constant.
This significantly negative elasticity clearly indicates the presence of shipping market congestion
in the oil transportation industry. Lastly, the Sargan test of overidentification has a test statistic of
0.97 with a pvalue equal to 0.62, meaning that the weather instruments are valid and uncorrelated
with the error term.25

2.3.2. Prevalence of Market Switching behavior by Oil Tankers
Applying the shipping data, we measure the prevalence of market switching behavior by oil tankers
through their corresponding market switching probability, which is defined as the fraction of ships
which find oil cargo to deliver in the market which differs from that of their previous contract. As
seen in Table 2, in the crude oil market, this probability stands at an average of 0.37, indicating
that on average more than one third of unloaded ships in the crude oil market which just find oil to
deliver are actually hired by product oil exporters. In the product oil market, the average market
switching probability is lower at 0.21, implying that roughly one out of five unloaded ships in the
product oil market which are freshly hired will need to carry crude oil in their next trips.
Table 2: Summary statistics of the market switching probability
Mean

S.D.

Median

Min

Max

Crude oil → product oil

0.365

0.079

0.358

0.177

0.539

Product oil → crude oil

0.211

0.046

0.211

0.076

0.323

Market switching probability

Notes. The market switching probability of oil tankers is defined as the fraction of ships
which find oil cargo to deliver in the market which differs from that of their previous con
tract. Its summary statistics are calculated using the shipping data in 2017W52020W48.
25

In Appendix II, we follow Mercan et al. (2021) and present additional evidence using a vector autoregression
(VAR) model to study the response of average contracting probability for ships in the oil transportation industry to an
exogenous increase in the number of unloaded and searching ships (i.e., a tanker underutilization shock). The results
in Figure II.1 clearly illustrate the presence of shipping market congestion.
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By comparing the two market switching probabilities, we can clearly see how frequently the mar
ket switching behavior takes place in the oil transportation industry, especially for those crude
oil tankers. Its prevalence essentially reflects the dispersion of oil trade shocks between the two
shipping markets, as it is expected that most of the switches are triggered by differences in the
marketspecific payoffs induced by such shocks, even though we cannot rule out the influence of
other factors, e.g., seasonality in oil trade, weather conditions, and maintenance or repair needs. In
addition, the fact that oil tankers switch from product to crude oil trade much less often than the
other way around is closely linked to differences in the underlying structures of the two shipping
markets. Notably, although the LR1 and LR2 tankers considered in our dataset are the main type
of vessels used to carry product oil, they are also the smallest carriers which can be used to serve
crude oil trade; in fact, due to the more homogeneous nature of seaborne crude oil transportation,
larger vessels (e.g., very large crude carriers (VLCCs)) are designed for dedicated crossregional,
longdistance crude oil trade. This often gives rise to an escalation of congestion in the crude oil
shipping market, which inevitably leads to a fall in the payoff of searching there. Hence, it is only
when the payoff of crude oil trade is significantly higher than that of product oil trade will product
tankers consider to switch to the crude oil market.

2.3.3. Propagation of Oil Trade Shocks Through a Transportation Network
In the last stylized fact, we present time series evidence to illustrate the propagation of oil trade
shocks through an oil transportation network. In particular, we study variations in the time series
of oil tanker utilization at weekly frequency during 2017W52020W48, which is defined as the
proportion of tankers in a shipping market that are loaded with oil cargo. In Figure 3, after control
ling for seasonality, we firstly observe that there have been significant variations in the oil tanker
utilization during the past four years. Specifically, we find that the fluctuations in oil tanker uti
lization were mostly of opposite direction in the crude and product oil markets, meaning that a rise
in tanker utilization of one market often implied a corresponding fall in the other. In theory, these
shifts in oil tanker utilization may arise due to a number of reasons (e.g., changes in f , d, or π in
Figure 4), but here we focus on differences in the contracting probabilities for ships due to market
specific oil trade shocks and the induced movements of unloaded ships across markets, as they
directly dictate how the spare capacities of oil transportation (i.e., unloaded ships) are distributed
between the two shipping markets.26 For instance, suppose there is a positive trade shock that hits
the crude oil market. On impact, the demand for shipping services to carry crude oil rises, which
26

The shifts in oil tanker utilization can also be attributed to fluctuations in the arrival probability, which is defined
as the probability that an average loaded ship delivers the oil cargo and arrives at its destination. Yet, we argue that such
variations usually stem from external factors such as weather conditions and vessel maintenance, since the probability
that a loaded ship arrives at its destination should in principle only depend on the shipping route it takes and the speed
it runs at, both of which are usually fixed at weekly frequency.
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then leads to higher commissions and contracting probability. These will raise tanker utilization
in the crude oil shipping market and provide incentives for unloaded ships in the other market to
switch over, which subsequently result in a decline of tanker utilization in the product oil market,
holding all else constant.
Figure 4: State transitions for ships
πpc
Unloaded
fc

Unloaded
dc

πcp

dp

fp

Loaded

Loaded

Crude Oil

Product Oil

Notes. The above figure provides a graphical representation of a ship’s potential transitions between different states.
fc , fp refer to contracting probabilities for ships, dc , dp to arrival probabilities, and πcp , πpc to market switching proba
bilities. Jobtojob transitions are practically impossible in the oil transportation industry because a loaded ship cannot
take on another job with oil cargo from the previous job undischarged. See Footnote 39 for a detailed discussion.

Over the course of last four years, there have been several commonlyknown global oil trade dis
ruptions, for instance, Hurricane Harvey in 2017, the Abqaiq–Khurais attack in 2019, the ongoing
ChinaU.S. trade war, and the RussiaSaudi oil price war in 2020.27 Their impacts are massive
and farreaching, and the oil transportation industry is certainly no exception. Using the shipping
dataset, we visualize the impacts of these major oil trade disruptions on tanker utilization in Figure
3 so as to illustrate the propagation of oil trade shocks through an oil transportation network. To
start with, Hurricane Harvey was a devastating Category 4 hurricane that made landfall on Texas
and Louisiana in August 2017, causing catastrophic flooding and more than 100 deaths. The oil
refinery industry was heavily impacted, and oil and gas production was adversely affected in the
Gulf of Mexico and inland Texas; quantitatively, Hurricane Harvey led to higher gas prices and
to a reduction of 11% in U.S. refinery capacity, a quarter of oil production from the U.S. Gulf
of Mexico, and closed ports all along the Texas coast.28 The fall in refinery capacity resulted in
a corresponding decline in the demand for product oil transportation services, hence leading to a
plummet in tanker utilization in the product oil market. In addition, with crude oil trade less af
27

These major oil trade disruptions are considered exogenous to the oil transportation industry as they arise from
either natural or political reasons. In Section 4.3.1, we also study the newly enacted shipping regulation on vessels’
sulfur emission (i.e., IMO 2020) – which, in contrast, originates from the oil transportation industry – and its impacts
on oil trade, prices, and final good production.
28
Source: Scheyder, E. & Seba, E. (2017) ‘Harvey throws a wrench into U.S. energy engine’, Reuters, 28 August.
Available at: https://www.reuters.com/article/us-storm-harvey-energy-idUSKCN1B70YQ (Accessed: 3
August 2021).
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fected, we see that there was a simultaneous increase of tanker utilization in the crude oil market
as unloaded tankers switched over from the product oil market.
Another event is the Abqaiq–Khurais attack in September 2019, during which the crude oil pro
duction facilities in Saudi Arabia were severely damaged by a drone attack, resulting in that its
oil production was nearly cut by half, which represented about 5% of global oil production at that
time.29 The shock itself, together with its negative impacts on market sentiments and concerns
over oil supply, have resulted in a sharp increase in the demand for oil and correspondingly, its
transportation services, the latter of which can be clearly seen from the rise of tanker utilization in
the crude oil market starting from 2019W37.30 At the same time, there was another shock that also
added to the rise of utilization of crude oil tankers. On 25 September 2019, the U.S. added one
of the largest shipping company in China, COSCO, to its Specially Designated Nationals (SDN)
blocked entity list due to its transportation of Iranian crude oil after the reimposition of sanctions
by the U.S. against Iran. Often seen as another move by the U.S. against China in the trade war,
the dire consequence was that 2025 VLCCs were idled and prohibited to carry crude oil.31 This
led to an increase in the demand for crude oil shipping services by product tankers (even though
they are the main type of carriers for product oil), thus exaggerating the rise of tanker utilization in
the crude oil market.
Lastly, we look at the most recent RussiaSaudi oil price war. In early2020, both Russia and
Saudi Arabia have kept high levels of oil production despite massive demand destruction due to the
COVID19 pandemic; onshore inventories were full and ships were occupied as floating storage
(i.e., floating vessels used for the storage of oil). In Figure 3, this is shown as a continuous rise
of tanker utilization in the crude oil market since early2020. The falls in oil demand and prices
eventually triggered the Organization of the Petroleum Exporting Countries (OPEC) summit on 5
March 2020, where OPEC called on Russia to collectively cut oil production by an additional 1.5
million barrels per day through the second quarter of the year. On 6 March 2020, Russia rejected
the demand, marking the end of an unofficial partnership, with oil prices falling 10% after the
announcement. The price drop turned into a free fall when Saudi Arabia announced unexpected
price discounts of 6 to 8 USD per barrel to customers in Europe, Asia, and the U.S. on 8 March
29

Source: Hubbard, B., Karasz, P. & Reed, S. (2019) ‘Two Major Saudi Oil Installations Hit by Drone Strike, and
U.S. Blames Iran’, The New York Times, 15 September. Available at: https://www.nytimes.com/2019/09/14/
world/middleeast/saudi-arabia-refineries-drone-attack.html (Accessed: 5 October 2021).
30
This is most related to the special role of Saudi Arabia in OPEC. It is by far the largest oil producer in OPEC, with
enough capacity to function as a swing producer to balance the global market; it is often thought to be “OPEC’s de facto
leader”, the term of which is routinely used in the financial press, e.g., https://www.ft.com/content/1f84e4449ceb-11e5-8ce1-f6219b685d74 (Accessed: 13 July 2021).
31
Source: Gillis, C. (2020) ‘US lifts sanctions against COSCO’s tanker operation’, FreightWaves, 31 January.
Available at:
https://www.freightwaves.com/news/us-lifts-sanctions-against-coscos-tankeroperation (Accessed: 3 August 2021).
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2020. In consequence, as WTI oil futures price saw a quarterly fall by 65% (Jacobs et al. 2020),
the price war translated to further increases in oil production, which in turn led to more cargoes
and demand for ships to be used as floating storage. Graphically, this is represented by the peak of
tanker utilization in the crude oil market at the end of April 2020.
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Figure 5: Freight earnings spread

Notes. Freight earnings spread is calculated as the differences between the Baltic Clean Tanker Index TC1 Time Charter
Equivalent index (BCTI TC1TCE) and the Baltic Dirty Tanker Index Aframax Time Charter Equivalent index (BDTI
Aframax TCE) between 2017W5 and 2020W48. The BCTI TC1TCE index tracks the dollars per day earnings for an
average shipowner carrying 75,000 metric tons of product oil from Ras Tanura, Middle East Gulf to Yokohama, Japan.
The route from Ras Tanura to Yokohama is considered as one of the major global shipping routes for product oil. The
BDTI Aframax TCE, on the other hand, is an average of time charter equivalent earnings in six major global Aframax
shipping routes for crude oil.

A related observation is regarding what happened after the RussiaSaudi oil price war. As shown
in Figure 3, following its peak, tanker utilization in the crude oil market dropped significantly,
whilst at the same time, tanker utilization in the product oil market jumped. This can be explained
by the market switching behavior of tankers as a result of the skyrocketing freight earnings in
the product oil market (see Figure 5). Due to massive demand destruction since the lockdowns,
oil refineries reduced their operating rates, but not as swiftly as drops in demand. Consequently,
there was a large surplus of product oil. Domestic inventories became full quickly, and thus the
surplus product oil must be exported elsewhere. However, since onshore inventories elsewhere
experienced the same, exporters used ships as floating storage instead, hence leading to excess
demand for shipping services and high freight earnings in the product oil market.32
32

Another plausible explanation is related to the steep contango price structure (i.e., a situation where the futures
price of oil is higher than its spot price) following the RussiaSaudi oil price war. In addition to product surplus due to
insufficient cuts by refineries and full onshore inventories, the contango itself translated into more demand for ships
as floating storage, because it is more expensive than onshore storage, and can only be used when contango is steep
and/or freights are low.
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3. Baseline Model
In this section, we build a unique multimarket random search model of the shipping markets that
embodies three central mechanisms – shipping market congestion, market switching behavior by
oil tankers, and oil trade shocks – illustrated by the three novel facts of the oil transportation indus
try. The model is essential as it enables us to answer three key questions, namely, (1) how the oil
transportation network endogenously adjusts to exogenous trade shocks and trigger shipping mar
ket congestion, (2) how the resulting congestion affects a ship’s searching behaviors within and
across markets, and more importantly, (3) how the three central mechanisms in the oil transporta
tion industry pose significant implications for oil trade, prices, and final good production. The
model is also built in a way that the role played by each central mechanism in triggering macro
implications could be easily disentangled from the others, hence enabling various counterfactual
exercises to be performed. Lastly, our model also provides a unified framework for policy and
reallife maritime event evaluations.
It should be noted that we develop the model in a setting with multiple commodity shipping markets
for generalization. The model is motivated by Pilossoph (2014) and Brancaccio et al. (2020). In
what follows, we suppress time indices until they become necessary for clarity.

3.1. Structure
To start with, the shipping industry is comprised of N markets, each of which trades a homogeneous
commodity. In each shipping market, unmatched exporters have commodity cargoes to deliver
(which are subject to trade shocks) and hence participate in searching for available ships, whilst
unloaded ships constantly search for commodity cargoes to deliver – they engage in a random
matching process. If matched to each other, unloaded ships become loaded with cargoes and start
sailing, whilst the unmatched exporter pool is replenished with entries of potential exporters. After
loaded ships arrive at their destinations, the transported commodities are aggregated through a CES
aggregator to produce a final consumption good. This completes the trade of each commodity as
it transitions through exports, transportation, and serving as input to final good production. Figure
6 presents the model structure in a setting with N = 2 that is applicable to the oil transportation
industry as described earlier, i.e., crude and product oil.
In the baseline model, if unmatched to an exporter, an unloaded ship is allowed to switch markets
and direct its search effort to some other market. However, if the ship chooses to switch markets, it
must pay an additional cost of extra time in traveling while remaining unloaded. This state, which
we refer to as ballasting, is distinct from remaining in the commodity market of last contract and
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Figure 6: Graphical representation of the model structure with two shipping markets (N = 2)
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Notes. The above figure provides a graphical representation of the model structure with two shipping markets (N = 2),
namely, crude and product oil. πce , πpe refer to entry probabilities for potential oil exporters, θc , θp to shipping market
tightness, fc , fp to contracting probabilities for ships, dc , dp to their arrival probabilities, and lastly, mcp , mpc to the
ships’ market switching probabilities.

searching because ships that are in the process of ballasting have no prospect of getting hired.33 In
addition, the ballasting state captures the time ships must spend in traveling to a new market when
commodity markets are geographically remote – in the context of oil transportation, as shown in
Figure 2, leaving product oil for crude oil market often implies a change of shipping route from
the Persian Gulf to Caribbean. When we estimate the model, the empirical counterparts that will
discipline the stayers and movers are ships that remain in the same market as before and change
operating markets respectively, which we can observe retrospectively using our shipping dataset.
33

This is a modeling assumption, as there is no technological or other constraint that prevents a ballasting ship from
searching en route. Nonetheless, there are economic disincentives that make distant matching unlikely, suggesting that
it is a reasonable approximation. On the one hand, the geographic dispersion of oil shipping activities across regions
where oil is produced and where it is refined and consumed defines the spatial nature of this industry. It implies that
ships may not compete as strongly with ships located farther away from a source due to the presence of transportation
costs. On the other hand, exporters prefer ships in the same market as them because they value certainty and timeliness
of shipping services, but those far away in the other market cannot promise exact arrival times far in advance due
to weather conditions and port congestion. Specifically, as noted in Adland et al. (2016), “…, for each such micro
auction around a given cargo, only those ships that are commercially available (open) and can physically meet the
loading window (laycan) in the prescribed port are eligible to participate and so the assumption of a large number of
buyers and sellers will generally fail”.
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3.1.1. Exports & Transportation
We start by introducing the process of exports and transportation. There are T homogeneous ships
in the economy. For each shipping market n, let tn denote the total number of ships. The ships
consist of loaded ships en and unloaded ships of two types – staying sn and ballasting ships mnj .
Staying ships are unloaded ships that are searching for transportation jobs in commodity market n,
while ballasting ships are those that were last in market n, but are ballasting to search for jobs in
some other market j. Hence, the total number of ships in market n is given by:
tn = en + sn +

X

mnj .

j̸=n∈N

Search frictions. The commodity shipping markets are subject to standard search frictions. The
probability of matching between ships and exporters in market n is determined by the market
specific matching function Λn (sn , vn ), where vn represents the number of unmatched exporters (or
equivalently, cargoes to be delivered). Staying ships can be hired instantaneously and they remain
unloaded simply because it takes time to find an exporter. Ballasting ships which are still in the
process of traveling to some other market don’t search en route. In the baseline model, we follow
our results of matching function estimation in Section 2.3.1 and assume that Λn is constant returns
to scale:
Λn (sn , vn ) = ψn sαn vn1−α ,
(5)
where ψn is the marketspecific matching efficiency and α is the elasticity of matches with re
spect to the mass of staying ships. Letting θn ≡ vn /sn denote the shipping market tightness, the
probability that ships contract with exporters to deliver cargoes in market n is given by fn (θn ) =
Λn (sn , vn )/sn , whilst the probability that exporters find ships to deliver commodities in market n
is given by qn (θn ) = Λn (sn , vn )/vn . These two transition probabilities satisfy the standard rela
tionship fn (θn ) = qn (θn )θn .
Marketspecific trade shocks. In each shipping market n, the cargo delivered by each ship rn is
assumed to follow an autoregressive process so that:
log(rn′ ) − log(r̄n ) = ϕn (log(rn ) − log(r̄n )) + ξn νn′ ,

(6)

where r̄n refers to the mean level of cargo delivered by each ship, ϕn to the autocorrelation in de
trended natural logarithm of cargo delivered by each ship, νn′ ∼ N (0, 1) to the exogenous market
specific trade shocks, and ξn controls the variance of the series. We also allow for correlations in
the trade shocks across markets. Furthermore, we assume that cargoes can only be delivered by
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ships; each ship can carry (at most) one cargo and each unmatched exporter can have (at most) one
cargo for delivery.
Idiosyncratic taste shocks. In addition to trade shocks, following the spirit of Artuç et al. (2010),
Kennan & Walker (2011), and Pilossoph (2014), all ships draw a vector ϵ of idiosyncratic taste
shocks, ϵn ∼ Gumbel(−ργ, ρ), every period.34 The shocks are independently and identically
distributed over time and across markets.35 We interpret these taste shocks as anything that might
keep ships in a market that is unrelated to commissions or the ease of contracting with an exporter.
For example, a ship might not be able to find a cargo to deliver in market n, but it continues to stay
and search there because it is close to the ship’s dry dock/bunkering.36 At the end of every period
and after realizing their tastes, unloaded ships are able to ballast to the market of their choice. This
assumption ensures both that there are always some ships which will find it profitable to change
markets (positive gross flows between markets), and that ship mobility is multidirectional (gross
flows in excess of net flows), even in the absence of marketspecific trade shocks – a prediction
consistent with shipping data. In addition, similar to Brancaccio et al. (2020), we assume that there
are potential exporters in each market n, which make a discrete choice on whether to export and
are subject to independently and identically distributed taste shocks, i.e., ϵen ∼ Gumbel(−χγ, χ).
Such setting deviates from the freeentry condition that is usually assumed in the labor search and
matching literature (i.e., jobs can be created instantaneously), but enriches our study as exporter
entry now plays a more explicit role in affecting the shipping market tightness, and subsequently,
the searching behaviors of ships within and across markets. In addition, the stock of unmatched
exporters vn becomes a state variable and is subject to variations in both the primitives (e.g., exit
probability for unmatched exporters, mass of potential exporters) and other endogenous variables
(e.g., ballasting probability for ships, commissions). Furthermore, considering that the commodity
markets are often extremely concentrated with only a few major exporters, the freeentry condition
seems less plausible to the extent that potential exporters cannot enter the shipping market and
engage in commodity trading without paying a pecuniary entry cost.37
34

The Gumbel distribution is also known as the Type I Extreme Value Distribution. Without loss of generality,
for ships and potential exporters, we assume the means of their Gumbel distributions of taste shocks equal 0, which
require setting the shape parameters to −ργ and −χγ respectively, where γ ≈ 0.577 is the Euler’s constant.
35
In an alternative setting, we could have modeled taste shocks that are correlated over time, which have the effect
to significantly slow down the adjustment of ships in response to marketspecific trade shocks. To differentiate this
force from the one by shipping market congestion in dampening the fluctuations in shipping market stocks and macro
aggregates, we opt for the i.i.d. setting. In addition, the setup with autocorrelation in taste shocks adds unnecessary
complexity since we will need to keep track of the distribution of taste shocks within each market as an additional state
variable when solving the model.
36
Other potential reasons include that the exporter has specific requirements, or the ship is simply avoiding extreme
weather outside market n.
37
Specific to our context, the global oil market is dominated by a few big players. The biggest and most important
player is OPEC. OPEC is an intergovernmental organization of oil producing nations and accounts for around 44
percent of the world’s crude oil production (based on data from the U.S. Energy Information Administration for 2016).
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Timing. Time is discrete, and the shipping industry begins with an allocation of ships (loaded,
stayers, and movers) and exporters across all commodity shipping markets, given realized cargoes
to be delivered {rn }N
n=1 . Loaded ships transport their exporters’ cargoes for the negotiated com
missions. Unloaded ships, depending on whether they stay in the same market as before or choose
to ballast to some other market, incur a perperiod waiting cost cw or a perperiod sailing cost cs .38
Subsequently, arrival of loaded ships, contracting of staying ships, and absorption of ballasting
ships into new shipping markets take place. The completion of each delivery job in market n is
stochastic; a loaded ship arrives at its destination in the current period with probability dn . Simi
larly, the arrival of ballasting ships is assumed stochastic; a ballasting ship arrives at its preferred
market in the current period with probability dnj . For exporters, those that get matched have their
cargoes delivered and collect their revenue. Exporters that do not get matched wait at port. Only
after these events occur do ships and potential exporters realize their taste shocks for the next pe
riod. Unloaded ships make a ballasting decision, whilst potential exporters decide whether to enter
the shipping market, and hence replenishing the exporter pool seeking commodity transportation in
the following period. After the reallocations between markets have taken place, the process starts
over again after a new draw of cargoes to be delivered {rn′ }N
n=1 has been realized.

3.1.1.1. Ships
As described earlier, there are three distinct states of ships: loaded, unloaded and staying in the same
market as before, and unloaded and ballasting to a new market. Let Wn , Sn , and Mnj represent their
respective values. First of all, the value of a loaded ship i in market n (net of idiosyncratic taste
shocks) is given by:
Wn (Ω) =wn (Ω) + (1 − dn )βEΩ′ ,ϵ′ (Wn (Ω′ ) + ϵ′n,i )



+ dn βEΩ′ ,ϵ′ max Sn (Ω′ ) + ϵ′n,i , max (Mnj (Ω′ ) + ϵ′j,i ) ,

(7)

j̸=n∈N

where β is the time discount rate, Ω = {en , sn , mnj , vn , rn , ∀n, j ∈ N } represents the state of
the commodity shipping industry, and ϵ′n,i , ϵ′j,i represent ship i’s taste draws for markets n and j
respectively for the next period. The present value of being a loaded ship in market n is the com
missions wn , plus the continuation value. With probability 1 − dn , the ship continues its shipment
It was founded in 1960 by Iran, Iraq, Kuwait, Saudi Arabia and Venezuela. Since then, other countries joined the
organization and currently, OPEC has a total of 13 member countries as at March 2020.
38
Note that for oil transportation, the pecuniary cost associated with switching markets includes not only the per
period fuel cost, but also a oneoff tank cleaning cost. This is because by industrial practice, the ship’s cargo tank
needs to be cleaned before it loads another type of oil product in order to avoid the risk of cargo admixture contam
ination (see https://maritime-mutual.com/blog/2020/11/09/cpp-tankers-standard-tank-cleaningprocedures-and-cleanliness-standards/ (Accessed: 6 October 2021) for details). For simplicity, we assume
that such cleaning cost is instead spread evenly over the course of ballasting.
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in market n. With probability dn , the ship fulfills its contract, becomes unloaded, and is able to
choose whether to stay in market n, or to ballast from market n to some other market j. Note
that in this setting we do not allow loaded ships to default on their contracts and search for new
delivery jobs, either through ballasting to a new market or through jobtojob transitions. Apart
from practical reasons, jobtojob transitions matter only insofar as we load all net reallocations on
the currently unloaded.39 While this might bias our estimate of net movements by unloaded ships
upwards, it does not lead us to overestimate the amount of gross movements by unloaded ships
since we calibrate these flows to match measures of ballasting ships in the shipping data.
Secondly, the value of an unloaded ship i staying in market n (net of idiosyncratic taste shocks)
can be written as:
Sn (Ω) = − cw + fn (θn )βEΩ′ ,ϵ′ (Wn (Ω′ ) + ϵ′n,i )



+ (1 − fn (θn ))βEΩ′ ,ϵ′ max Sn (Ω′ ) + ϵ′n,i , max (Mnj (Ω′ ) + ϵ′j,i ) .

(8)

j̸=n∈N

A staying ship in market n incurs the perperiod waiting cost cw and earns the expected future value
associated with staying in the same market as before. With probability fn (θn ), the ship enters into a
contract with an exporter in market n. With probability 1 − fn (θn ), the ship does not contract with
an exporter and chooses between continuing to stay in shipping market n and ballasting to some
other market j.
In contract to staying ships, the value of an unloaded ship i ballasting from market n to j (net of
idiosyncratic taste shocks) is given by:
Mnj (Ω) = − cs + (1 − dnj )βEΩ′ ,ϵ′ (Mnj (Ω′ ) + ϵ′j,i )



+ dnj βEΩ′ ,ϵ′ max Sj (Ω′ ) + ϵ′j,i , max (Mjk (Ω′ ) + ϵ′k,i ) .

(9)

k̸=j∈N

A leaving ship which travels from market n to j incurs the perperiod sailing cost cs and earns the
expected future value associated with ballasting. With probability 1 − dnj , the ship continues its
journey towards market j. With probability dnj , the ship finishes its journey and arrives at market
j; it can choose whether to stay or to ballast again to some other market k.
As described earlier, the unloaded ship’s problem is essentially to choose whether to stay in the
same market as before, or to ballast to some other market. To simplify notations, define S̃nj in the
39

Jobtojob transitions are practically impossible in the oil transportation industry. Apart from the fact that an
loaded ship cannot take on another delivery job with oil cargo from the previous job undischarged, there are strong
economic disincentives for jobtojob transitions due to not only the huge legal cost associated with default on the
previous contract, but also the damage it does to the shipowner’s goodwill and relationship with oil exporters.
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following:
S̃nj


S ,
for j = n;
n
=
M , for j ̸= n ∈ N.
nj

Given this notation simplification, the probability that a ship facing the reallocation choice chooses
to ballast from market n to j at time t is given by:
πnj (Ω′ ) = Pr(S̃nj (Ω′ ) + ϵ′j,i > S̃nk (Ω′ ) + ϵ′k,i , ∀k ∈ N ),
which can be rewritten as:
1
.
′
′
exp
(
S̃
(Ω
)
−
S̃
(Ω
))/ρ
nk
nj
k∈N

πnj (Ω′ ) = P



(10)

The ballasting probabilities specified in Equation (10) are the standard logit probabilities, which are
widely used in the literature of labor reallocations (e.g., Pilossoph (2014), Caliendo et al. (2019);
they are also applied in Brancaccio et al. (2020) for dry bulk ships). The ballasting probabilities
imply that on average, unloaded ships ballast in response to differences in the marketspecific pay
offs. Lastly, to simplify the terms within the expectations in Equations (7), (8), and (9), we exploit
the Type I Extreme Value Theory and integrate out future idiosyncratic taste shocks – the resulting
value functions are presented in Appendix III.

3.1.1.2. Exporters
We now turn to the behaviors of exporters, which follow closely the setup in Brancaccio et al.
(2020); we begin with existing exporters and then consider entrants. First of all, the value of an
exporter that is matched in market n can be written as:
Jn (Ω) = pn rn − wn (Ω) + (1 − dn )βEΩ′ (Jn (Ω′ )) + dn βEΩ′ (Vn (Ω′ )).

(11)

Every period when the delivery job is not yet fulfilled, the exporter earns revenue pn rn and pays
commissions wn to the contracted ship. With probability 1−dn , the match remains; with probability
dn , the contracted ship arrives at its destination, and the exporter becomes unmatched. The value
of an exporter that remains unmatched in shipping market n is written as:
Vn (Ω) = (1 − δ)qn (θn )βEΩ′ (Jn (Ω′ )) + (1 − δ)(1 − qn (θn ))βEΩ′ (Vn (Ω′ )),

(12)

where δ represents the exit probability for unmatched exporters. In words, every period when the
delivery job is not yet filled, the exporter keeps searching for an available ship and receives no
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payoff in the period. With probability δ, the exporter leaves the shipping market. Conditional on
its survival, with probability qn (θn ), the exporter contracts with a ship that agrees to deliver the
cargo. With probability 1 − qn (θn ), the exporter remains searching. In addition, every period in
each shipping market n, En potential exporters decide whether to export. They pay entry cost τ to
enter the market. Each potential entrant makes a discrete choice on whether to engage in searching:


e′
EΩ′ ,ϵe′ max Vn (Ω′ ) − τ + ϵe′
,
n , ϵ0
e′
where ϵe′
n , ϵ0 represent the potential entrant’s taste draws for market n and not exporting (denoted by
0) respectively for the next period. We normalize the payoff of not exporting to zero for simplicity.
Given that taste shocks ϵe are independently and identically distributed from Gumbel(−χγ, χ),
we can write the choice probabilities which underlie a potential exporter’s behaviors as:

πne (Ω′ ) =

exp[(Vn (Ω′ ) − τ )/χ]
,
1 + exp[(Vn (Ω′ ) − τ )/χ]

(13)

π0e (Ω′ ) =

1
.
1 + exp[(Vn (Ω′ ) − τ )/χ]

(14)

Intuitively, when the market realizes a favorable trade shock, it leads to higher payoffs for exporters,
and provides with an incentive for potential entrants to enter commodity shipping market n.

3.1.1.3. Commissions
When a ship and an exporter enter into a contract and negotiate commissions, they take into account
each party’s outside option. The outside option of the exporter is to remain unmatched and wait for
another ship, whilst the outside option of the ship is to stay unloaded in the current market. The
surplus of the match over the parties’ outside options is split via the pricesetting mechanism. The
commissions wn paid to the ship delivering a cargo of valuation pn rn in market n are determined
by generalized Nash bargaining, with η ∈ (0, 1) denoting the ship’s bargaining power. Given
the surplus sharing rule, i.e., η(Jn (Ω) − Vn (Ω)) = (1 − η)(Wn (Ω) − Sn (Ω)), we solve for the
equilibrium commissions wn in the following lemma:
Lemma 1. The agreed upon commissions between a ship and an exporter in market n are:


θn
)Vn (θn ) − (1 − θn )βEΩ′ (Vn (Ω′ ))
wn (Ω) =ηpn rn − η (1 −
1−δ
X

 w

− (1 − η) c + (1 − dn − fn (θn ))βρEΩ′ log 1 −
πnj (Ω′ ) ,
j̸=n∈N

where πnj (Ω′ ) is the ship’s ballasting probability from shipping market n to j.
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(15)

Proof. See Appendix IV.
The commissions resemble the Nash wage equation in the traditional search and matching frame
work with two innovations. Firstly, commissions are affected by the exporter’s outside option
explicitly; without the freeentry condition that is usually assumed in the search and matching lit
erature, higher outside option value Vn directly reduces the attractiveness of searching and hence
lowers commissions, provided that the shipping market is less tight (i.e., θn is small; in other words,
there are fewer cargoes to be delivered in the shipping market than unloaded ships). Secondly,
commissions include an extra term which accounts for the fact that loaded ships are not allowed
to ballast. As such, they must be compensated for the value of ballasting; the higher the ballasting
probability πnj will be in the next period, the higher the commissions are negotiated. Technically,
this term significantly enriches the study of variations in shipping commissions, as it captures the
attractiveness of both the current and all alternative shipping markets, which themselves consist
of numerous features. For instance, markets that are unappealing to ships because there are few
exporters relative to ships and the probability of ballasting afterwards is high, command higher
commissions. The same holds for markets in which ships travel for longer periods to deliver car
goes (low dn ), and those with low value exporters or low contracting probabilities.

3.1.1.4. Shipping Market Stocks and Flows
The stock of loaded ships in market n at period t + 1 is given by:
e′n = (1 − dn )en + fn (θn )sn .

(16)

That is, a fraction 1 − dn of loaded ships in market n from last period remain loaded and traveling.
The inflow is comprised of staying ships in market n from last period which contract with exporters
to deliver commodity cargoes, fn (θn )sn .
Moving on to unloaded ships, the stock of staying ships in market n at period t + 1 is written as:
s′n = πnn (Ω′ )[(1 − fn (θn ))sn + dn en +

X

djn mjn ].

(17)

j̸=n∈N

A fraction πnn (Ω′ )(1 − fn (θn )) of staying ships in market n from last period do not find cargoes to
deliver and choose to remain stayers. The inflow consists of loaded ships from last period which
fulfill their contracts and choose to remain in market n, πnn (Ω′ )dn en , plus ballasting ships from
all other markets which just arrive at market n and choose to stay there instead of ballasting again,
P
πnn (Ω′ ) j̸=n∈N djn mjn .

30

On the other hand, the stock of ballasting ships in market n moving to j at period t + 1 is given by:
m′nj = (1 − dnj )mnj + πnj (Ω′ )[(1 − fn (θn ))sn + dn en +

X

dkn mkn ].

(18)

k̸=n∈N

In words, a proportion 1 − dnj of ballasting ships in market n to j from last period are still en
route. πnj (Ω′ )(1 − fn (θn ))sn staying ships in market n do not get the chance of contracting with
an exporter and choose to ballast towards market j. A fraction πnj (Ω′ )dn of loaded ships in market
n finish their delivery jobs and choose to become movers and ballast to j. Finally, some ballasting
ships from market k that just arrive at n choose to turn their search effort to market j rather than
remaining stayers in market n.
Lastly, the stock of unmatched exporters (or equivalently, cargoes to be delivered) in shipping
market n is given by:
vn′ = (1 − δ)(1 − qn (θn ))vn + En πne (Ω′ ),
(19)
where En represents the stock of potential exporters. This implies that a fraction 1−δ of unmatched
exporters survive the exogenous exit, and the exporter pool is refilled by potential exporters that
find it profitable to engage in shipping.

3.1.2. Final Good Production
After describing the process of exports and transportation, we discuss in this section the process
of final good production, as seen in Figure 6. In a nutshell, each of the N shipping markets trades
and transports a homogeneous commodity every period, and a final good producer utilizes the
transported commodities as inputs for the production of a final consumption good Y .40
Commodity demand. Specifically, the final good producer solves the profit maximization problem
as follows:
X

max P Y −

{yn }n∈N

Y =[

X

pn y n

n∈N

s.t.,
1

(µn ) σ (yn )

σ−1
σ

σ

] σ−1 ,

(20)

n∈N

where σ refers to the elasticity of substitution between commodity inputs and µn stands for com
P
modity n’s share of production in the final consumption good so that n∈N µn = 1. In the baseline
model, we assume that the CES demand shares are fixed at their statistical averages and are to be
40

It is also assumed that shipowners spend all their commissions on the consumption of final good.
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estimated in the SMM procedures. If we let P denote the price of final consumption good and pn
denote the price of each commodity, it follows that the optimal demand for each commodity by the
final good producer yn can be written as:
yn =

Y µn
,
(pn /P )σ

(21)

P
1
where P = [ n∈N µn (pn )1−σ ] 1−σ is the price index. This implies that each commodity market
faces a downward sloping demand curve.
Market clearing condition. In equilibrium, as exporters contract with ships to transport the traded
commodity, the demand for each commodity by the final good producer is hence met by the cargo
delivered by each ship rn , times the number of loaded ships en , i.e., ∀n ∈ N , ∀t ≥ 0,
yn,t =

Y t µn
= rn,t en,t .
(pn,t )σ

(22)

Endogenous commodity price. Lastly, before describing the other equilibrium conditions, it is
worth noting that commodity prices are endogenously determined in the baseline model. By com
bining the CES demands with market clearing conditions, we solve for the equilibrium commodity
prices in the following lemma:
Lemma 2. The equilibrium price of commodity n, pn , is given by:
pn =

X

1

(µj ) σ (rj ej )

j∈N

σ−1
σ

1
 σ−1

(

µn 1
)σ .
rn en

Proof. Substitute the CES aggregator in Equation (21), and replace yn using the commodity market
clearing condition in Equation (22).
The equilibrium commodity price pn reflects rich dynamics that take place in the shipping markets.
On the surface, by inverting the CES demand, it implies that each commodity’s price is negatively
related to its own trade, and positively related to the trade of other commodities.41 In addition,
by factoring in the market clearing conditions that directly link each commodity’s trade to ship
utilization in each shipping market, we show that the behaviors of ships across all shipping markets
determine the evolution in equilibrium price of commodity n, whereas the behaviors themselves are
P
1
σ−1
1
1
Inverting the CES demand function yields pn = [ k∈N (µk ) σ (yk ) σ ] σ−1 ( µynn ) σ . It is straightforward to val
P
1
σ−1
σ−1
1
1
1
−1 P
1
n
σ
σ ] σ−1
idate that for commodity n, ∂p
[ k̸=n∈N (µk ) σ (yk ) σ ]( µynn ) σ y1n < 0, and
k∈N (µk ) (yk )
∂yn = − σ [
P
1
σ−1
1
1
µ 1
∂pn
= σ1 [ k∈N (µk ) σ (yk ) σ ] σ−1 −1 ( yjj ) σ ( µynn ) σ > 0, ∀σ > 0.
∂yj
41

j̸=n∈N
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influenced by the imbalance between the demand for, and the supply of, shipping services in each
market as a result of the dispersion of realized trade shocks and variations in tastes. Furthermore,
the fundamentals embedded in the parameters, e.g., µn and σ, also affect the prices both directly
and indirectly through their impacts on the behaviors of ships.
In addition, an equivalently important point in the construction of these endogenous commodity
prices is that the commodity markets are cleared by not only prices, but also shipping market con
gestion. As shown in Figure 6, if there were no transportation of commodities, the randomness
in exports would feed into the fluctuations of commodity inputs and then final good production
directly. By adding an active transportation stage where ships can dynamically adjust their search
ing behaviors in response to shocks and congestion externality, the force of randomness in shaping
commodity trade and final good production is weakened. In Section 4, we demonstrate in detail
how shipping market congestion determines dynamic adjustment of the shipping markets to exoge
nous trade shocks, and show quantitatively how this stabilizing force on oil trade and final good
production works.

3.2. Equilibrium
Treating the final consumption good as the numéraire of this economy and normalizing the total
number of ships to one (i.e., T = 1), an equilibrium in the shipping markets is characterized by
an allocation of ships and exporters over markets {en,t , sn,t , mnj,t , vn,t , ∀n, j ∈ N }∞
t=1 , a set of
∞
value functions {Wn,t , Sn,t , Mnj,t , Jn,t , Vn,t , ∀n, j ∈ N }t=1 , ballasting probabilities {πnj,t , ∀n, j ∈
e
∞
∞
N }∞
t=1 , entry probabilities {πn,t , ∀n ∈ N }t=1 , commissions {wn,t , ∀n ∈ N }t=1 , and commodity
prices {pn,t , ∀n ∈ N }∞
t=1 such that for each period t, given initial allocations {en,0 , sn,0 , mnj,0 , vn,0 ,
∀n, j ∈ N } and the evolution of cargoes to be delivered for each commodity {rn,t , ∀n ∈ N }∞
t=1 :
1. Loaded and unloaded ships behave optimally according to value functions {Wn,t , Sn,t ,
Mnj,t , ∀n, j ∈ N }, as given in Equations (7), (8), and (9);
2. Unloaded ships choose where to search to maximize payoff so that ballasting probabilities
satisfy Equation (10);
3. Matched and unmatched exporters behave optimally according to value functions {Jn,t , Vn,t ,
∀n ∈ N }, as given in Equations (11) and (12);
4. Potential exporters in each market optimally choose whether to engage in shipping so that
entry probabilities satisfy Equation (13);
5. Commissions evolve according to Equation (15);
6. The evolution of the stock of loaded ships in each market follows Equation (16);
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7. The evolution of the stock of staying ships in each market follows Equation (17);
8. The evolution of the stock of ballasting ships in each market follows Equation (18);
9. The evolution of the stock of cargoes to be delivered in each market follows Equation (19);
10. Each commodity market clears as in Equation (22).
In addition, from Proposition 1 in Appendix V, we show that under some regularity conditions, a
steadystate exists for such equilibrium.

3.3. Parameterization
In this section we lay out the strategy followed to set parameter values in the baseline model. As a
benchmark, we set up the model at weekly frequency and work with two shipping markets, crude
(c) and product oil (p). We choose this dichotomy so that we could study the quantitative implica
tions of the three central mechanisms – shipping market congestion, market switching behavior by
oil tankers, and oil trade shocks – for oil trade and macroeconomy. Given this twomarket specifi
cation, there are in total 24 parameters controlling the dynamic system, of which 16 are calibrated
externally. We estimate the other eight parameters using the SMM procedures because of three rea
sons: (1) there is no existing literature that infers their statistical values, (2) their parameterization
is of vital importance in governing the shipping market stocks and flows, and most importantly, (3)
by estimating them through the SMM procedures, we tune the model to match empirical regular
ities in the shipping data, hence implications that arise from our analysis are wellgrounded. We
summarize the parameter values in Table 3.

3.3.1. Calibrated Parameters
The first half of Table 3 dictates the calibrated parameters. To begin with, we choose a weekly
discount rate of β = 0.999, which corresponds to an interest rate of 4.0%, p.a.
In terms of the elasticity of substitution between crude and product oil in the production of final
consumption good σ, we set it to 2, recognizing that there has been no consensus on this value in
the literature, and that the production of product oil requires crude oil as input. In fact, the litera
ture on estimation of the Armington elasticities in oil and petroleum products (e.g., Németh et al.
(2008), Balistreri et al. (2010)) reports elasticities ranging from 0.01 (fuel and power products) to
2.4 (energyintensive manufacturing goods). The elasticities between broader categories of energy
products, such as coal, crude oil, and natural gas, are often estimated to fall below unity (“gross
complements”), whilst those between finer categories, such as light, medium, and heavy crude oil
(Melek et al. 2017), are mostly larger than unity (“gross substitutes”). We choose an intermediate
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Table 3: Model parameters and assigned values
Symbol

Description

Value

Source

0.999

Interest rate, 4.0% p.a.

2

Calibration

Calibrated parameters
β

Time discount rate

σ

Elasticity of substitution

{ϕc , ϕp }

Persistence parameter

{0.625, 0.679}

Shipping data

{ξc , ξp }

Standard deviation of trade shocks

{0.062, 0.038}

Shipping data

corr(νc , νp ) Correlation between trade shocks

0.071

Shipping data

cs

Perperiod sailing cost

0.008

Brancaccio et al. (2020)

cw

Perperiod waiting cost

0.017

Brancaccio et al. (2020)

{dc , dp }

Arrival probability within market

{0.046, 0.037}

Shipping data

{Ec , Ep }

Stock of potential exporters

{1.030, 0.800} JODIOil World Database

δ

Exit probability for unmatched exporters

0.15

Calibration

α

Elasticity of matching function

0.4

Shipping data

η

Bargaining power of the ship

0.4

Hosios (1990)

Estimated parameters
r̄

Mean level of oil delivered by each ship

1.002

SMM

µc

CES demand share for crude oil

0.226

SMM

ψc

Matching efficiency in crude oil market

0.157

SMM

ψp

Matching efficiency in product oil market

0.089

SMM

ρ

Scale parameter of Gumbel distribution

0.318

SMM

dcp

Arrival probability across markets

0.451

SMM

τ

Entry cost for potential exporters

7.00

SMM

χ

Scale parameter of Gumbel distribution

0.198

SMM

Notes. The estimated parameters are averages of the last 20 elements pooled over 20 MCMC chains, each of which
has a length of 2,000.
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value of 2 by taking a stand on the substitutability between crude and product oil in the final good
production.
Next, to calibrate the parameters governing the evolution of oil cargo delivered by each ship {rc , rp },
we fit the autoregressive process by matching it with data on the dynamics in the shipping markets.
Recall that the autoregressive process is given by: ∀n ∈ {c, p},
log(rn′ ) − log(r̄n ) = ϕn (log(rn ) − log(r̄n )) + ξn νn′ ,
where r̄n refers to the mean level of cargo delivered by each ship, ϕn to the autocorrelation in
detrended natural logarithm of oil cargo delivered by each ship, νn′ ∼ N (0, 1) to the exogenous
marketspecific trade shocks, and ξn controls the variance of the series. Specifically, we take ad
vantage of the constructed shipping data to calculate various moments pertaining to the oil trans
portation process. By our calculation, the standard deviation of detrended natural logarithm of
tanker utilization in the crude oil shipping market is 0.079, whilst in the product oil shipping mar
ket its value is 0.052.42 The weekly autocorrelations in the two time series are 0.625 and 0.679
respectively, hence we set {ϕc , ϕp } directly to these values. Assuming νn ∼ N (0, 1), solving for
the implied ξn results in setting ξc = 0.062 and ξp = 0.038 respectively. We also set the correla
tion between νc and νp at 0.071 to match the correlation in detrended natural logarithm of tanker
utilization in the crude and product oil shipping markets.
Speaking of the perperiod sailing and waiting costs to ships, cs and cw , we apply the estimates
of shipping costs in Brancaccio et al. (2020), even though their focus is instead on dry bulking
shipping and Handymax (40,000–60,000 DWT) and Panamax (60,000–100,000 DWT) carriers are
oversampled in their data. In their baseline specification, they estimate the sailing costs for seven
groups based on the continent and coast of a trip’s origin (plus setting the sailing costs for the other
two groups at the average weekly fuel price, i.e., 40,000 USD), and estimate the port waiting costs
for all groups. As reported in their Table 5, sailing costs are fairly homogeneous, averaging 44,000
USD per week or 0.8% of the exporter’s valuation of cargo, due to that the major component of
sailing costs is the cost of fuel. On the other hand, port waiting costs are more heterogeneous and
larger in magnitude, ranging from 90,000 USD to 290,000 USD per week, averaging 2.6% of the
exporter’s valuation of cargo.43 Given these estimates, we calibrate cs at 0.8% of the average level
of oil cargo delivered by each ship, and taking into account that staying ships might not always
choose to stay inport due to high port waiting costs (by the model’s assumption, they can move
42

Recall that the tanker utilization is defined as the proportion of tankers in a shipping market that are loaded with
oil cargo.
43
As pointed out in Brancaccio et al. (2020), consistent with industry narratives, waiting at port is costly, both due to
direct port and security fees, as well as the rapid depreciation of the ship’s machinery and electronics and antifouling
costs caused by the accumulation of microorganisms during immobility.
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freely as long as they search for cargoes to deliver in the current market), we set cw at the average
of estimated sailing and port waiting costs, that is, 1.7% of the average level of oil cargo delivered
by each ship.
In terms of the ship’s arrival probability within each shipping market, we calibrate its value based
on its counterpart in the constructed shipping data. Assuming that arrivals are stochastic, we set
the arrival probabilities {dc , dp } at 0.046 and 0.037 respectively.44 .
Regarding the stocks of potential exporters {Ec , Ep }, we set them equal to the total world production
of crude and product oil respectively, hence assuming that the total production serves as an upper
bound to the trade volume in each shipping market. Specifically, we collect world production data
for crude and product oil in 20022019; the average weekly production of crude oil is approximately
486,000 thousand barrels, whilst that for product oil is 377,000 thousand barrels.45 To transform the
production units into a number of potential cargoes, we firstly divide total production by the average
ship size, taking into account that (1) the LR1 and LR2 tankers have an average capacity of 500
and 750 thousand barrels respectively, and (2) among the 757 tankers of which we have detailed
shipping data, 375 of them belong to the LR1 category whereas the others are LR2 tankers.46,47
Then, to normalize the stocks of potential exporters, we divide them by the total number of tankers.
As for the exit probability for unmatched exporters δ, we calibrate it at 0.15, implying that there is
a 15% probability that an unmatched exporter leaves the shipping market.
Lastly, following the results of matching function estimation in Section 2.3.1 where β1 is estimated
at 0.614, by the relationship between β1 and α − 1 as in Equation (4), the elasticity of matches
with respect to unloaded and searching ships α is estimated at approximately 0.4. This estimate
is quantitatively important. On the one hand, we use this value directly for the calibration of α
in the baseline model. On the other hand, in a search and matching framework, assuming Hosios
(1990) condition holds as the ship’s bargaining power equals the elasticity of matches with respect
to unloaded and searching ships, i.e., η = α, an estimate of 0.4 indicates that oil tankers have
a smaller bargaining power than exporters. This is in contrast with the estimate by Brancaccio
44

Unlike the arrival probability within each shipping market, the arrival probability across markets for a ballasting
ship cannot be calculated directly using the constructed shipping data; since the ballasting state cannot be differentiated
from the staying unloaded state, we cannot determine when ballasting actually ends. This problem is elaborated in
Section 3.3.2
45
Source: JODIOil World Database. For product oil, we aggregate weekly production of naphtha, motor and
aviation gasoline, kerosene, and gas/diesel oil.
46
Source: Hamilton, T.M. (2014) ‘Oil tanker sizes range from general purpose to ultralarge crude carriers on
AFRA scale’, U.S. Energy Information Administration, 16 September. Available at: https://www.eia.gov/
todayinenergy/detail.php?id=17991 (Accessed: 22 May 2021).
47
The Average Freight Rate Assessment (AFRA) uses a scale that classifies tanker vessels according to their DWT,
a measure of the ship’s capacity to carry cargo. The approximate capacity of a ship in barrels is determined by using
an estimated 90% of the ship’s DWT.
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et al. (2020) at 0.7 for dry bulk shipowners, but mostly in line with the estimate by Regli (2019)
at 0.24 for VLCCs; such results prove consistency with the industrial practice as oil shipowners
tend to early fix the deals when the market is booming, whilst dry bulk shipowners tend to do the
opposite.48

3.3.2. Estimated Parameters
Having laid out the calibration of 16 parameters, we introduce in this section the remaining param
eters and the SMM procedures that are followed for their estimation. We opt for the SMM instead
of the Generalized Method of Moments (GMM) because in our model, it is difficult to derive ana
lytically the values of selected model moments as functions of the underlying data and parameters.
Furthermore, the SMM approach to structural estimation also helps use focus on the ability of the
model to explain specific moments in the shipping data. The results are then easy to interpret, as
they point out which parts of the model fit well and which parts do not, hence providing intuition
on possible avenues for improving the model fit.
We firstly make two normalizations to the parameters: one to the mean level of oil cargo delivered
by each ship, the other to the arrival probability across markets. In the model, the CES demand
shares {µc , µp }, along with the mean levels of oil cargo delivered by each ship {r̄c , r̄p }, jointly
determine the average tanker utilization in the crude and product oil shipping markets. In the
baseline, without leveraging data on oil prices, we set r̄c = r̄p = r̄ and include µc and r̄ in the
SMM estimation, recognizing that the trade shocks in our specification affect both the demand and
supply of oil.49 In terms of the arrival probabilities across markets, we set dcp = dpc to attenuate the
differences of their impacts on the ballasting behavior of ships. The normalizations of r̄ and dcp ,
together with the constraint that CES demand shares add up to 1, result in a simplification of the
dynamic system, and that only eight free parameters are to be estimated using the SMM procedures,
i.e., {r̄, µc , ψc , ψp , ρ, dcp , τ, χ}.
Before launching the SMM, it is noted that the moments generated by the model are not theoretically
equivalent to what we measure in the constructed shipping data, despite that the model permits and
keeps track of the evolution in state variables across shipping markets, i.e., {en,t , sn,t , mnj,t , ∀n, j ∈
N }∞
t=1 . This issue arises mainly because the ballasting state is unobserved in the shipping data, as
48

To the best of our knowledge, there is no literature that estimates the bargaining coefficient of tankers in the oil
transportation industry with specific size trajectory as ours, and the evidence for other industries is mixed. The estimate
in Brancaccio et al. (2020) depends on the exporter’s valuation of cargo, which is directly linked to a weighted average
of the prices of iron ore, coal, grain, steel, and urea. On the other hand, the estimate in Regli (2019) builds on a spatial
matching function estimation that accounts for unobserved matches which are overlooked in Brancaccio et al. (2020).
49
One way to rationalize these trade shocks is to consider them as exogenous natural or political shocks, e.g., those
major oil trade events described in Section 2.3.3.
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those ballasting ships are only identified in the data when they find oil cargoes to deliver in the mar
ket which differs from that of their previous contract.50 To address this issue, we convert the model
moments to their empirical counterparts which we can retrospectively observe in the shipping data;
this involves (1) expanding the state space by keeping track of each tanker’s operating market of
last contract, (2) formulating the state transition matrix of the corresponding Markov chain, and (3)
computing the resulting allocations of ships across different states.51
With the converted model moments, we estimate the eight free parameters using the SMM proce
dures. These parameters will be chosen so as to match the eight data moments listed in Table 4.
Specifically, the marketspecific matching efficiencies {ψc , ψp } determine the contracting proba
bilities for ships and affect the distribution of loaded ships across markets. Likewise, the entry cost
τ and the variance of taste shocks for potential exporters χ dictate how the stocks of unmatched
exporters evolve, hence affecting shipping market tightness and contracting probability in each
market. In addition, the average level of oil cargo delivered by each ship r̄ and the CES demand
share µc also influence the distribution of loaded ships across markets. Considering these points,
we target in the estimation both the contracting probability for ships and oil tanker utilization in
each shipping market. Relatedly, shipping market shares, i.e., the proportion of loaded oil tankers
in a market over the total number of loaded oil tankers, are also included. Lastly, since both the
variance of taste shocks for ships ρ and their arrival probability across markets dcp control the tran
sition probabilities in the shipping industry, we exploit the longitudinal dimension of our shipping
data and target the market switching probabilities for ships in the SMM estimation.
Appendix VII spells out the SMM procedures in detail. Specifically, we opt for the MCMC ap
proach proposed by Chernozhukov & Hong (2003). The main advantage of this approach is that
it only requires function evaluations, and thus the discontinuous jumps that occur as a result of
search do not cause the same problems that would otherwise arise with a gradient based extremum
estimator (e.g., the objective function is not smooth). However, it also has its drawback since it
requires a very long Markov chain, and consequently a significant number of function evaluations,
each requiring the model to be solved and simulated. Lastly, in terms of our estimation results,
they are presented in Table 4. As seen, all the moments are matched reasonably well.
50

For instance, suppose that a ballasting ship whose last contract was to carry crude oil just finished its voyage to the
product oil shipping market. Unfortunately, it does not find any oil cargo to deliver there and instead finds it profitable
to ballast again back to the crude oil shipping market. At the time the ship arrives and enters into a contract of a crude
oil exporter, it transitions from ballasting to the loaded state from the model’s perspective, whilst in the data it will only
be counted as one of the staying ships which just find oil cargo to deliver in the crude oil shipping market. Similar
problem also arises when the ship transitions through multiple ballasting states (of opposite direction) and ends up
becoming staying unloaded, since the interim ballasting states cannot be distinguished from the staying unloaded state
in the shipping data.
51
Details on the process of converting model moments to their empirical counterparts can be found in Appendix VI.
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Table 4: Data vs. model moments from the SMM estimation
Moments

Data

Model

Crude oil

0.074

0.075

Product oil

0.062

0.063

Crude oil

0.200

0.196

Product oil

0.432

0.430

Crude oil

0.317

0.313

Product oil

0.683

0.687

Crude oil → product oil

0.365

0.373

Product oil → crude oil

0.211

0.211

Contracting probability for ships

Oil tanker utilization

Shipping market share

Market switching probability

Notes. The contracting probability for ships is defined as the probability that an
average ship enters into a contract with an exporter in a shipping market. The
oil tanker utilization is defined as the proportion of tankers in a market that are
loaded with oil cargo. The shipping market share is defined as the proportion
of loaded oil tankers in a market over the total number of loaded oil tankers.
The market switching probability is defined as the fraction of ships which find
oil cargo to deliver in the market which differs from that of their previous con
tract. Data moments are the averages computed from the shipping data during
2017W52020W48, whilst model moments are the averages of 10,000 simula
tions computed using the estimated model.

4. Model Implications
In the following sections, we highlight the role that oil transportation plays in the propagation
of oil trade shocks and its significant implications for macro aggregates. By studying impulse
response functions and counterfactual exercises, we illustrate how the endogenous adjustment of
the oil transportation network in response to exogenous trade shocks and the resulting congestion
effect stabilize the fluctuations of oil trade and final good production at the cost of exaggerated
volatility in oil prices. Specifically, we explain in detail the role played by each of the three central
mechanisms – shipping market congestion, market switching behavior by oil tankers, and oil trade
shocks – in giving rise to such results. We also consider three natural experiments to further explore
the model’s mechanisms and illustrate its ability for policy and maritime event evaluations.
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4.1. Impulse Response Functions
Using the impulse responses functions (IRFs), We study how the oil transportation network en
dogenously adjusts to exogenous trade shocks and triggers shipping market congestion, and how
the resulting congestion affects a ship’s searching behaviors within and across shipping markets.52
Figure 7 plots the IRFs of selected endogenous variables to an orthogonal positive trade shock in
the crude oil shipping market. As seen, initially the positive trade shock clearly favors a ship’s job
search in the crude oil shipping market as ec shoots up significantly. The rise in tanker utilization
is intuitive. Due to the positive trade shock, the value of crude oil trade to exporters increases re
markably, and potential exporters find it profitable to engage in shipping in the crude oil market,
as shown by the initial spike of entry probability πce . As a result, the stock of unmatched exporters
vc soars, giving rise to more demand for transportation services. Such excess demand then leads to
greater tightness θc , more commissions wc , and higher contracting probability for ships fc . These
benefits significantly enhance the value of staying for ships in the crude oil market, whilst boost
ing the value of ballasting for those in the product oil market. The changes in values translate to
corresponding adjustment in staying probabilities, πcc and πpp , and as a result, the stock of ballast
ing ships in the crude oil market mcp declines as fewer ships decide to ballast, whereas the stock
of ballasting ships in the product oil market mpc rises as fewer ships decide to stay (though only
marginally when compared to the size of the decline in mcp ). In terms of the impacts of such initial
adjustment on macro aggregates, coupled with the rise in tanker utilization, the trade in crude oil yc
increases dramatically following the positive trade shock, whilst the trade in product oil yp hardly
changes. The fluctuations in trade volume map into price adjustment of opposite direction as crude
oil price pc falls whereas product oil price pp rises. Lastly, as a result of the boost in crude oil trade,
final good production Y jumps up significantly.
It is also noted that tanker utilization in the product oil market ep does not shrink on impact due to
the substitution effect between crude and product oil inputs in the process of final good production.
Recall that the product oil price pp can be written as:
1

pp = [(µc ) σ (yc )

σ−1
σ

1

+ (µp ) σ (yp )

σ−1
σ

1

] σ−1 (

µp 1
)σ .
yp

Differentiating pp with respect to crude oil trade yc yields: ∀σ > 0,
1
σ−1
σ−1
1
1
∂pp
1
µc 1 µp 1
= [(µc ) σ (yc ) σ + (µp ) σ (yp ) σ ] σ−1 −1 ( ) σ ( ) σ > 0.
∂yc
σ
yc
yp

52

The IRFs are derived using a second order approximation of the baseline model, and are measured in percentage
deviations from the steadystate.
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Figure 7: IRFs to a positive crude oil trade shock
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Notes. The IRFs plot the dynamic weekly responses of selected endogenous variables to one standard deviation of
orthogonal trade shock in the crude oil shipping market νc . The IRFs are computed using a second order approximation
of the baseline model, and are measured in percentage deviations from the steadystate.

Hence, as yc increases immediately following the positive trade shock, pp will also rise. The price
hike then encourages more product oil to be delivered vp , raises tightness θp , and leads to higher
tanker utilization ep in the product oil market. However, in the baseline scenario, the substitution
effect is secondorder when compared to the ship’s ballasting motive. Therefore, the onimpact in
crease of tanker utilization in the product oil shipping market cannot be sustained due to a shrinking
stock of searching ships sp .
Not long after the trade shock has taken place, the benefits it brings to job search in the crude oil
shipping market start to be depleted. As more ships flow in the market and the trade shock gradually
fades away, the shipping market tightness θc inevitably decreases; while the amount of crude oil to
be delivered vc shrinks because fewer potential exporters decide to enter the market, the supply of
shipping services becomes excessive due to growth in the stock of staying ships sc (as ballasting
ships from the previous periods get absorbed). The congestion externality then leads to declines
in commissions and contracting probability for ships, both of which contribute to the fall in value
that is associated with searching in the crude oil market. Consequently, ships that used to carry
product oil may find it more profitable to continue to search in the product oil market, whereas
those originally searching for crude oil to deliver are incentivized to switch to the other side. This
pattern can be clearly seen from the third panel on top in Figure 7, as mcp rises and mpc falls after
impact. The stocks of staying ships, along with staying probabilities, also adjust accordingly. Yet,
it is noted that such reversal of ballasting pattern does not trigger growth of tanker utilization in the
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product oil market as not only does the substitution effect weaken, but also the product oil shipping
market’s own congestion escalates. Such process continues until the meanreverting behavior of
the dynamic system takes hold, as the values of endogenous variables gradually return to their
steadystate levels. Overall, a positive crude oil trade shock induces opposite movements of tanker
utilization in the crude and product oil shipping markets; this prediction is consistent with empirical
evidence presented in Figure 3.
Figure 8: IRFs to a positive product oil trade shock
c

-0.2

sp

-0.4

-0.05
-0.1

cp

mpc

-0.8

0
10

15

20

25

5

10

15

20

25

5

10

15

20

0.05

0.4

v

0.3

vp

0.2

%

c

0.04

cc

0.03

pp

0.02

0.1

25

e
c
e
p

1
%

5

0.5

0.01

0

0

0
5

10

15

20

25

5

yc

3

10

15

20

p
%

2

5

pc

1

y

p

25

0.5

p

10

15

20

25

Y

2.5
2
%

%

m

-0.6

0.01

%

%

0.02

s

0
%

%

c

ep

0.03

0

0.05

e

0.04

1.5
1

0

1
0

5

10

15

20

25

-0.5

0.5
5

10

15

20

25

0

5

10

15

20

25

Notes. The IRFs plot the dynamic weekly responses of selected endogenous variables to one standard deviation of or
thogonal trade shock in the product oil shipping market νp . The IRFs are computed using a second order approximation
of the baseline model, and are measured in percentage deviations from the steadystate.

In the last part of this section, we study the case where the economy is hit by an orthogonal positive
trade shock in the product oil market. On impact, as shown by the sharp increase of ep in Figure
8, we can see that job search in the product oil shipping market is clearly favored. However, the
convolution of the substitution effect between crude and product oil and congestion externality in
the product oil market kicks in more quickly and significantly as not only is the onimpact response
of mcp negative (indicating that as soon as the trade shock hits, fewer ships decide to ballast to
the product oil market and search there), but also the staying probability in the crude oil market
πcc increases immediately (indicating that more ships decide to search in the crude oil market).
Such increase in the supply of shipping services is met by an increasing demand as more potential
exporters are intrigued by the higher price pc to enter the crude oil market and look for ships to
deliver crude oil. Therefore, the onimpact increase in ec is more dramatic than that in the previous
case for ep .53 Having said that, despite the magnified response of ec in the beginning, as the trade
53

Furthermore, if we compare the responses of tanker utilization between the two cases and dig deeper into the
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shock subsides, its growth will dive into the negative trajectory precisely because of the same
reasons as in the previous case: the substitution effect weakens, and the crude oil shipping market’s
own congestion amplifies. Therefore, in a longer horizon, a positive product oil trade shock still
induces opposite movements of tanker utilization in the crude and product oil shipping markets –
again, a prediction consistent with empirical evidence in Figure 3.

4.2. Counterfactual Exercises
In the previous section, we show that the three central mechanisms in the oil transportation industry
are interlinked with each other – the oil transportation network endogenously adjusts to exogenous
trade shocks, and the resulting shipping market congestion plays a critical role in determining the
searching behaviors of oil tankers within and across shipping markets. Therefore, a natural question
to ask next is what the implications are for oil trade, prices, and final good production due to each
of the three central mechanisms. In this section, we answer this question by performing three
counterfactual exercises – full utilization, no ballasting, and zero trade variation – and comparing
each of them with the baseline scenario.54 They are designed to ensure that the role played by each
central mechanism in triggering macro implications could be easily disentangled from the others.
To run the counterfactual exercises, we need to establish the baseline first. We firstly recover the
trade shocks which hit the crude and product oil shipping markets from 2017W5 to 2020W48 that
are consistent with the observed evolution of tanker utilization in the shipping data, conditional on
the estimated parameters in Table 3. Specifically, we take a first order approximation of the baseline
model around its deterministic steadystate, which gives an approximate rule on how the model’s
endogenous variables evolve following exogenous trade shocks to rn , the oil cargo delivered by
each ship. Subsequently, combining the first order approximation with the time series of tanker
utilization implies that solving for the underlying shocks boils down to solving a system of two non
linear equations with respect to the shocks in every period, νc,t and νp,t . We assume that the model
economy is at steadystate in 2017W4, and then back out the time paths of marketspecific trade
shocks {ν̂c,t , ν̂p,t } and other endogenous variables which are consistent with the observed evolution
cause, the greater reaction of ec in the case of a product oil trade shock can be largely attributed to the exceptionally
larger substitution effect between crude and product oil in the process of final good production, which itself arises from
the uneven distribution of loaded tankers across the two shipping markets; as illustrated by shipping market shares in
Table 4, crude oil market only attracts approximately 30% of loaded ships on average, therefore the greater demand
for crude oil triggered by the substitution effect will need to be accommodated by a proportionally larger increase of
tanker utilization in the crude oil shipping market.
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In Appendices X and XI, we perform another two counterfactual exercises – idling of ships and freeentry of poten
tial exporters – and compare each of them to the baseline scenario. They are designed to explore how the ship’s idling
(i.e., temporarily shifting out of commercial operations and remaining idle in the operating market of last contract) and
potential exporter’s costly entry behaviors contribute to shipping market congestion respectively and the associated
implications for macro aggregates.
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of tanker utilization in the shipping data.55 Lastly, we use the implied oil trade, prices, and final
good production, along with the observed tanker utilization, as our baseline against counterfactual
exercises.
Table 5: Baseline vs. counterfactual exercises
ec

ep

yc

yp

pc

pp

Y

0.200

0.432

0.224

0.487

0.843

1.058

0.704

(12.387)

(15.071)

(27.352)

(12.481)

(12.924)

0.328

0.753

0.433

0.997

0.989

(19.798)

(24.084)

(0.847)

(0.828)

(22.873)

0.248

0.492

0.815

1.071

0.729

(13.912)

(15.218)

(25.945)

(13.166)

(13.306)

0.201

0.433

0.842

1.059

0.627

(0.016)

(0.023)

(0.031)

(0.014)

(0.026)

Scenario
Baseline

(0.016) (0.023)
Counterfactual exercises
Full utilization

0.313

0.687

(0.000) (0.000)
No ballasting

0.222

0.437

(0.015) (0.019)
Zero trade variation

0.200

0.432

(0.016) (0.023)

Notes. The above table shows the first and second moments of tanker utilization, oil trade, prices, and final good
production for each of the four scenarios: baseline, full utilization, no ballasting, and zero trade variation. {ec , ep }
refer to tanker utilization in the crude and product oil shipping markets, {yc , yp } to crude and product oil trade, {pc , pp }
to crude and product oil prices, and Y to final good production. The standard deviations are given in the parentheses.

4.2.1. Full Utilization
We start with a full utilization counterfactual where the oil transportation industry is no longer
“active” in the sense that all tankers are utilized to carry oil cargoes. This counterfactual shuts
down the endogenous adjustment of the oil transportation network to exogenous trade shocks. As
a result, shipping market congestion (the 1st central mechanism) no longer prevails. Accordingly,
oil trade can be defined as:
ēn
F.E.
,
yn,t
= r̂n,t P
k∈N ēk
where r̂n,t stands for the dataconsistent level of oil cargo delivered by each ship and ēn for the
steadystate level of tanker utilization in shipping market n. As a comparison, oil trade in the
B.
= r̂n,t ên,t ; we essentially replace the observed tanker utilization
baseline scenario is defined by yn,t
P
ên,t with the steadystate shipping market share ēn /( k∈N ēk ). We also calculate the corresponding
oil prices and final good production, following Equations (21) and (20).
Table 5 shows how the full utilization counterfactual compares to the baseline scenario in terms of
55

A complete description on how we recover the trade shocks is given in Appendix VIII.
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macro aggregates. First of all, full utilization guarantees larger trade in both markets as all ships
are utilized to deliver oil; specifically, average crude and product oil trade increases by 46% and
55% respectively. The average final good production, as described in Equation (20), is also larger
because of greater oil inputs. As for oil prices, according to the inverse relationship between oil
trade and price embedded in the downward sloping demand curve, higher oil trade generally implies
lower price. This holds true for both crude and product oil in the full utilization counterfactual.
Next, if we compare the standard deviations in Table 5, we can see that allowing for shipping
market congestion is crucial as it smooths the fluctuations in oil trade and final good production
brought about by trade shocks; in fact, congestion stabilizes more than one third of the volatility
in oil trade and final good production that would otherwise have occurred in a congestionfree
environment due to the impacts of oil trade shocks. The stabilization is intuitive. If there were no
congestion in the shipping markets, unloaded ships could find oil cargoes to deliver instantaneously,
which essentially implies that all the exogenous variations from oil trade shocks would translate to
swings in oil trade and final good production with no offsets from the oil transportation network.
Furthermore, despite that shipping market congestion attenuates the fluctuations in oil trade and fi
nal good production, it simultaneously exaggerates the volatility in oil prices, the pattern of which
can be clearly seen from their greater standard deviations in the baseline scenario from Table 5.
The exaggerated volatility in oil prices can be attributed to two underlying forces – the substitution
effect embedded in the formation of oil prices, and the extra variations triggered by the endoge
nous adjustment of the oil transportation network to exogenous trade shocks. From Lemma 2, the
equilibrium oil price in the baseline can be written as:
pB.
n,t =

X

1

(µj ) σ (r̂j,t êj,t )

σ−1
σ

1
 σ−1

(

j∈N

µn 1
)σ ,
r̂n,t ên,t

(23)

whereas that in the full utilization counterfactual is given by:
pF.E.
n,t =

X
j∈N

1

(µj ) σ (r̂j,t P

ēj

k∈N

ēk

)

σ−1
σ

1 
 σ−1

 σ1
µn
P
,
r̂n,t (ēn / k∈N ēk )

(24)

where µn is the CES demand share for each oil input. The substitution effect arises naturally from
the construction of CES demand as each oil price is related to not only its own trade, but also that
of the other oil product. Therefore, the volatility in both crude and product oil trade adds to the
fluctuations of each oil price, even though the trade itself is stabilized. Such fluctuations are further
magnified by the endogenous adjustment of the ship’s and exporter’s behaviors to trade shocks. As
seen in Equation (23), their behaviors affect the evolution of each oil price through ên,t , whereas
the behaviors themselves are influenced by the dispersion of realized trade shocks across markets
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and other primitives of the model.

4.2.2. No Ballasting
Having illustrated how the shipping market congestion gives rise to significant implications for
macro aggregates, we set our path to study in this section the market switching behavior of oil
tankers (the 2nd central mechanism) and its trade implications.
We start by hypothesizing a no ballasting counterfactual in which oil tankers are no longer al
lowed to ballast and switch between shipping markets. By doing so, we shut down the intermarket
connection between crude and product oil that is achieved through the oil transportation network,
leaving only the process of final good production that uses both oil products as inputs and hence
links them together. In the model, it implies that the value functions of ships need to be rewritten
to reflect their inability of ballasting. Specifically, while the value of ballasting Mnj (Ω) no longer
applies, the value of a loaded ship in market n becomes:
Wn (Ω) = wn (Ω) + βEΩ′ [(1 − dn )Wn (Ω′ ) + dn Sn (Ω′ )],
as it can only transition into staying unloaded in its current market with probability dn in the fol
lowing period.56 Likewise, the value of an unloaded ship in market n is rewritten as:
Sn (Ω) = −cw + βEΩ′ [fn (θn )Wn (Ω′ ) + (1 − fn (θn ))Sn (Ω′ )],
as it can only become loaded in the current market with contracting probability fn (θn ) in the fol
lowing period. By capping the size of each shipping market at the steadystate level of shipping
market share calculated in the baseline scenario, we build an alternative model of no ballasting
using the same set of parameters as in Table 3. After applying a first order approximation to it, we
solve for the implied tanker utilization, oil trade, prices, and final good production using the trade
shocks which we recovered in the baseline scenario that are consistent with the observed evolution
of tanker utilization in the shipping data, i.e., {ν̂c,t , ν̂p,t }. The means and standard deviations of
these variables of interest are presented in Table 5 as a summary.
What happens to the average oil trade? Firstly, it is noted that the average tanker utilization in
the crude oil shipping market in the no ballasting counterfactual is significantly higher by 11% than
that in the baseline. This happens because the average stock of staying ships in the crude oil market
rises as ships which used to ballast away cannot do so in the no ballasting counterfactual; in other
56

In the no ballasting counterfactual, idiosyncratic taste shocks also no longer apply.
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words, they must stay and search for crude oil to deliver instead.57 As for the product oil market, the
average tanker utilization increases only marginally because the outflow of ballasting ships away
from the product oil market that used to take place in the baseline is minimal, hence restricting
them to stay will not change the stock of stayers in the product oil market significantly. As a result,
following the changes in tanker utilization, the average crude oil trade becomes larger whereas the
average product oil trade remains relatively constant in the no ballasting counterfactual.
What happens to the volatility of oil trade? After studying how the average oil trade varies in the
case where ships can no longer ballast, we look into the implications for the volatility of oil trade.
Despite that higher averages generally imply greater volatility, we still need to determine how the
counterfactual model adjusts to trade shocks, and more importantly, how its dynamic responses to
shocks differ from those associated with the baseline scenario. Hence, in Figure 9, we compare
the IRFs of shipping market stocks to an orthogonal positive crude oil trade shock in the baseline
and no ballasting counterfactual. Note that the shock is comparable because the parameterization is
identical, and the IRFs are measured in percentage deviations from the corresponding steadystate.
Figure 9: IRFs to a positive crude oil trade shock: baseline vs. no ballasting
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Notes. The IRFs plot the dynamic weekly responses of shipping market stocks (i.e., {en,t , sn,t , mnj,t , vn,t , ∀n, j ∈
{c, p}}) to one standard deviation of orthogonal trade shock in the crude oil shipping market νc for the baseline and
no ballasting counterfactual respectively. The shock νc is identical in both scenarios. The IRFs are computed using a
second order approximation of each alternative model, and are measured in percentage deviations from the steadystate.

First of all, the onimpact response of tanker utilization in the crude oil market in the no ballast
Recall that in the baseline model, the
ballasting probability is always positive by construction since πnj (Ω′ ) =

P
1/ k∈N exp (S̃nk (Ω′ ) − S̃nj (Ω′ ))/ρ > 0, ∀j ̸= n. This implies that there are always gross flows between the
crude and product oil shipping markets.
57
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ing counterfactual is similar to that in the baseline; a positive trade shock incentivizes job search
decision in the market where it hits. Nevertheless, the model dynamics that lead to higher ec are
different between the two scenarios. In the baseline, both the stocks of stayers and crude oil to be
delivered jump onimpact, with the rise in vc greater than that in sc . This implies that the increasing
demand for shipping services outweighs the rise in supply, hence leading to tighter shipping market,
higher commissions, and ease of finding crude oil to deliver. In the no ballasting counterfactual,
potential exporters are still intrigued to enter the crude oil market and take advantage of the positive
shock. Yet, since the market size is capped and there are no inflows of searching ships from the
other market (mpc = 0), a rise in ec inevitably results in a corresponding fall in sc . Consequently,
as more exporters compete for a shrinking supply of shipping services in the crude oil market, the
congestion lessens for ships but intensifies for exporters.58 This leads to higher commissions and
greater contracting probability for ships, thus encouraging tanker utilization in the crude oil market.
Turning to the product oil shipping market, by isolating the impact of the substitution effect from
that associated with ballasting, we can now clearly see how influential the substitution effect could
be to the endogenous adjustment of shipping markets to exogenous shocks. Despite the magnitudes,
the onimpact responses of ep , sp , and vp are the same as those in the crude oil market, even though
the underlying mechanisms that drive such responses are drastically different. In contrast to the
direct boost to tanker utilization through shock, the relative scarcity of product oil as reflected in
higher price encourages more potential exporters to enter the product oil market. Since there are no
inflows of movers from the other side (mcp = 0), the product oil market tightens as a result, leading
to higher commissions and ease of finding product oil to deliver. These benefits then encourage
tanker utilization ep and correspondingly deplete the stock of stayers sp in the product oil market.
Next, we examine how allowing for the ship’s ballasting behavior changes the initial responses
of tanker utilization in the market where the shock hits and the other where it doesn’t respectively.
When the trade shock occurs, if allowed to ballast, ships are motivated to switch to the market where
the shock hits and benefit from the higher payoff of job search there as the substitution effect is
only secondorder. As shown in Figure 9, the switches magnify the decline in sp and at the same
time, enlarge the pool of sc . For the product oil market, this implies that the shortage of supply in
transportation services becomes more severe, which consequently leads to a less sharp increase in
tanker utilization than in the case of no ballasting. In the crude oil market, the opposite holds as the
shortage in shipping supply lessens due to the influx of ballasting ships. As a result, there is a more
exaggerated increase in tanker utilization than in the case of no ballasting. The discussion also
holds true in the case of a positive product oil trade shock; as shown in Figure 10, when compared
58

The intensified shipping market congestion for exporters also explains why the initial response of vc in the no
ballasting counterfactual is relatively timid when compared to that in the baseline.
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to the no ballasting counterfactual, the initial response of ep in the baseline scenario is heightened
whilst that of ec is muted.
Figure 10: IRFs to a positive product oil trade shock: baseline vs. no ballasting
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Notes. The IRFs plot the dynamic weekly responses of shipping market stocks (i.e., {en,t , sn,t , mnj,t , vn,t , ∀n, j ∈
{c, p}}) to one standard deviation of orthogonal trade shock in the product oil shipping market νp for the baseline
and no ballasting counterfactual respectively. The shock νp is identical in both scenarios. The IRFs are computed
using a second order approximation of each alternative model, and are measured in percentage deviations from the
steadystate.

Given the asymmetric responses of tanker utilization in the market where a trade shock hits and the
other where it doesn’t, we study what they imply in terms of volatility in oil trade, and how their
implications link to those by changing averages. Firstly, we argue that whether the endogenous
responses of the oil transportation network to exogenous trade shocks stabilize oil trade depends
on which of the two counteracting forces associated with ballasting prevails. On the one hand, the
greater increase of tanker utilization in the market where a positive trade shock hits amplifies the
rise in oil trade and makes its more volatile. In this case, ballasting destabilizes oil trade. On the
other hand, when a positive trade shock hits the other market, the stabilization force of ballasting
for oil trade takes effect in the current market because the increase in tanker utilization (and hence
oil trade) induced by the substitution effect is constrained by a shrinking stock of staying ships
when more decide to ballast away.59
Having said that, whether the stabilization force embedded in the endogenous responses of shipping
59

In the event of a negative trade shock, the implications of ballasting for fluctuations in oil trade are the same.
When a market is hit by an adverse trade shock, allowing ships to ballast away will exaggerate the fall in oil trade and
add to its volatility; however, when the other market is hit by an adverse trade shock, ballasting ships will be attracted
to the current market, which serves to mitigate the corresponding fall in oil trade triggered by the substitution effect.
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markets could eventually lead to reduced volatility in oil trade depends crucially on the changes in
average tanker utilization as a result of ballasting, since, as stated before, higher averages generally
imply greater volatility. As shown in Table 5, we can clearly see that the convolution of lower
average tanker utilization and the stabilization force of ballasting dampens the fluctuations in crude
oil trade, as the standard deviation of crude oil trade in the baseline is 11% smaller than that in the no
ballasting counterfactual (12.39 vs. 13.91). Yet, if we compare the standard deviations of product
oil trade (15.07 vs. 15.22), we can see that the stabilization force is less effective as the fluctuations
in product oil trade are hardly attenuated in the baseline.
Last but not least, how does the impact of ballasting on oil trade stabilization compare to that of
shipping market congestion? In Table 5, by comparing the standard deviations of crude and product
oil trade respectively between the baseline, full utilization, and no ballasting scenarios, we conclude
that it is the shipping market congestion that contributes significantly to oil trade stabilization. With
crude and product oil trade seeing a reduction in volatility of 30% and 37% respectively when the
tankers are simply allowed to become unloaded and search, further enabling them to ballast across
markets only adds another 7.7% and 0.6% to crude and product oil trade stabilization respectively.60

4.2.3. Zero Trade Variation
Lastly, we explore in this section how the trade shocks (the 3rd central mechanism) affect oil trade,
prices, and final good production. To do so, we consider a zero trade variation counterfactual where
there are no exogenous trade shocks that hit the oil shipping markets, or equivalently, the oil cargo
delivered by each ship is constant at its mean level. This counterfactual shuts down variations in
the trade shocks while keeps the oil transportation network intact. Given this setting, oil trade can
be written as:
Z.T.V.
yn,t
= r̄n ên,t ,
where r̄n represents the mean level of oil cargo delivered by each ship in market n, and ên,t is the
observed tanker utilization in the shipping data. We also calculate the corresponding oil prices and
final good production. From Table 5, we clearly see that in the case of zero trade variation, all
the macro aggregates, including oil prices, fluctuate significantly less than in the other scenarios.
This implies that it is the oil trade shocks that create most of the observed fluctuations in oil trade,
prices, and final good production; compared to these trade shocks, the corresponding endogenous
adjustment of the oil transportation network only plays a minimal role in the process.
60

With the market size kept the same and the process of final good production assumed identical, the only difference
between the full utilization and no ballasting counterfactual exercises is whether there exists shipping market congestion
as a result of searching behaviors by ships and exporters.
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4.3. Natural Experiments
Through the above exercises, we demonstrate the vital role that oil transportation plays in the prop
agation of oil trade shocks and its significant implications for macro aggregates. To complement
these findings and explore how changes in the model’s primitives affect the micro behaviors of
ships and exporters and subsequently give rise to macro consequences, we consider three natural
experiments – shipping fuel regulation to cut sulfur emission (IMO 2020), 2021 Suez Canal ob
struction, and the possibility of an unsanctioned Iran. These three experiments highlight the inner
workings of different parts of the baseline model, from the ballasting behavior of ships to the entry
of potential exporters into a shipping market.

4.3.1. IMO 2020
The first natural experiment is related to the shipping fuel regulation on vessel’s sulfur emission
enacted by the International Maritime Organization (IMO). On 1 January 2020, a new global cap
by the IMO on sulfur content in marine fuel came into effect. The new regulations, known as IMO
2020, mandate a maximum sulfur content of 0.5% in marine fuel globally. The driver of this change
is the need to reduce air pollution created in the shipping industry by reducing the sulfur content
of the fuel that ships use. Despite that some literature in transportation research (e.g., Van et al.
(2019) and references therein) has studied the implications of sulfur regulation for public health,
environment, and oil refinery process, there has been no attempt that explores its implications for
shipping market composition, oil trade, and final good production.
To shed light on this question, we apply our estimated framework by considering a hypothetical
scenario with sailing cost increased by twofold, since the regulation directly affects the cost of
transportation and as a result also changes the optimal behaviors of ships. Table 6 presents the
impacts on several outcomes of interest. Perhaps contrary to conventional wisdom (i.e., higher
sailing cost hurts the exporter’s profit margin, hence reducing oil trade and final good production),
we find that tanker utilization actually increases in both markets by 0.68% and 0.61% respectively.
As a result, both crude and product oil trade, together with final good production, rise by 0.68%,
0.61%, and 0.63% respectively. The increase in tanker utilization unveils an often overlooked
channel through which the ships and exporters endogenously adjust their behaviors in response to a
rise in transportation cost. Higher sailing cost reduces the outside option value for ships by damping
the value of ballasting, hence leading to lower ballasting probability. Since the commissions in our
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Notes. The moments in each experiment are calculated as the averages of 10,000 simulations based on a secondorder approximation of the baseline model. The % change for each variable
of interest in each experiment is calculated against the baseline for comparison. The IMO 2020 is modeled as a natural experiment with a twofold increase in the ship’s sailing cost, i.e.,
cs = −0.024, cw = −0.025. The 2021 Suez Canal obstruction is modeled as a natural experiment with a 5% decrease in the ship’s arrival probability within each shipping market, i.e.,
dc = 0.0438, dp = 0.0353. The possibility of an unsanctioned Iran is modeled as a natural experiment with a 5% increase in the stock of potential exporters in each shipping market, i.e.,
Ec = 1.0815, Ep = 0.8400.
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Table 6: Baseline vs. natural experiments

model have the particular form:


θn
wn (Ωn ) =ηpn rn − η (1 −
)Vn (θn ) − (1 − θn )βEΩ′ (Vn (Ω′ ))
1−δ
X
 w


− (1 − η) c + (1 − dn − fn (θn ))βρEΩ′ log 1 −
πnj (Ω′ ) ,
j̸=n∈N

where πnj (Ω′ ) is the ballasting probability for ships from market n to j, consequently, the lower
ballasting probability πnj suppresses commissions and encourages more cargoes to be delivered,
resulting in higher tanker utilization, oil trade, and final good production. To put it differently,
increased sailing costs imply that ships are more “tied” to their current jobs, and since their bar
gaining position is weaker, they negotiate lower commissions. Such predictions are confirmed in
Table 6 as (1) the stocks of ballasting ships decrease by 8.36% and 9.69%, (2) the oil cargoes to
be delivered increase by 1.35% and 1.12%, and (3) commissions fall by 0.35% and 0.29% in the
crude and product oil shipping markets respectively.

4.3.2. 2021 Suez Canal Obstruction
The second natural experiment is related to the 2021 Suez Canal blockage. The Suez Canal, which
connects the Mediterranean Sea to the Red Sea, has been blocked for nearly a week (2329 March
2021), after strong winds and a dust storm caused the 200,000 DWT MV Ever Given, a Panama
flagged vessel operated by the Taiwanese shipping company Evergreen, to become wedged side
ways across the canal. As a result, the blocked canal became a major inconvenience with around 30
fuelcarrying tankers delayed on their courses to destination, which held approximately 8.8 million
barrels of crude oil, amounting to a little less than onetenth of a day’s global consumption and
worth about $550 million.61
Through the lens of our model, we estimate the impacts of such obstruction by modeling it as a
5% decrease in the arrival probability for ships within each shipping market. Firstly, recall that a
significant proportion of crude and product oil trade involves passage through the Suez Canal (see
Figure 2). As such, the blockage directly raises the loaded ships’ traveling time and essentially
makes them “stuck” in the loaded state and unable to ballast for better opportunities.62 In conse
quence, they are compensated with higher commissions, hence encouraging tanker utilization in
the shipping markets. From Table 6, we can clearly see that following the Suez Canal obstruc
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Source: Reed, S. (2021) ‘The oil market can absorb a blocked Suez Canal, for now’, The New York Times,
25 March. Available at: https://www.nytimes.com/2021/03/25/business/oil-prices-suez-canal.html
(Accessed: 13 April 2021).
62
Note that the ballasting ships rarely take the Suez Canal for travels primarily because of its passage fee; they
normally take an alternative route passing by the Cape of Good Hope and Cape Agulhas at the southern edge of Africa.
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tion, commissions rise by 2.29% and 1.48%, and tanker utilization rises by 2.05% and 3.98% in
the crude and product oil shipping markets respectively. Such predictions are externally validated
as we observe a sharp increase of freight earnings in the crude oil shipping market amid the Suez
blockage, as shown in Figure 11.
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Figure 11: Freight earnings amid the Suez Canal blockage

Notes. The plotted series are dollars per ton freight earnings in two major trading routes for crude and product oil
respectively, i.e., BCTITC8 (Middle East Gulf to UKCont.) and BDTITD23 (Middle East Gulf to Mediterranean),
both of which involve passage through the Suez Canal. The shaded area represents the time window of the Suez Canal
blockage, i.e., 2329 March 2021. Data on the freight earnings come from the Baltic Exchange.

Triggered by the increases in commissions and tanker utilization, crude and product oil trade rises
significantly by 2.05% and 3.98% respectively. Since product oil trade increases proportionately
more than crude oil trade, as predicted by the downward sloping demand curve in Equation (21),
product oil price declines marginally by 0.25%, whereas crude oil price jumps significantly by
0.69%. Lastly, since the oil trade is projected to increase as a result of the Suez Canal blockage,
final good production will rise accordingly.

4.3.3. An Unsanctioned Iran
In the last experiment, we consider the possibility of an unsanctioned Iran and its impacts on oil
trade and final good production. Being one of the largest oil production and exporting countries in
the world, Iran has been subject to strict U.S. sanctions since 2018, when the Trump administra
tion unilaterally withdrew from the Iran nuclear deal that restricted the Middle Eastern country’s
nuclear activities, and subsequently ended exemptions from the U.S. secondary sanctions for ma
jor importers of Iranian oil. As a result, Iran’s oil exports have plummeted from the peak of 2.5
million barrels per day in early2018 to 0.3 million barrels per day in end2019. Recently, the U.S.
President Joe Biden is expected to seek the restoration of that accord and officials in Tehran have
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expressed the hope that he will ease restrictions on its petroleum sales.63 To simulate the impacts
of Iran’s returning to oil sales, we raise the stocks of potential exporters in the crude and product oil
markets by 5%.64 Table 6 presents the resulting changes in the outcomes of interest compared to
the baseline simulations. Not surprisingly, the oil cargoes to be delivered in the crude and product
oil shipping markets increase by 0.14% and 0.17% respectively. The resulting higher demand for
oil transportation services translates to a greater payoff for ships to carry oil, with commissions
rising by 0.04% and 0.03% in the crude and product oil shipping markets respectively. In conse
quence, tanker utilization increases in both markets, hence leading to higher oil trade and final good
production (though only marginally when compared to the rise in the stock of potential exporters).

5. Concluding Remarks
To sum up, our paper reveals how the micro behaviors of oil tankers and their interactions with
exporters in the oil transportation industry trigger shipping market congestion and pose significant
implications for oil trade, prices, and final good production. Empirically, by constructing a unique
shipping dataset that tracks the shipping statuses of 757 oil tankers during 20172020, we docu
ment three novel facts about the industry, i.e., shipping market congestion, prevalence of market
switching behavior by oil tankers, and propagation of oil trade shocks through a transportation net
work. Theoretically, taking into account the three central mechanisms embedded in the novel facts,
we develop in a pioneering way a multimarket random search model of the shipping markets that
connects oil exports, transportation, and final good production, with a focus on the formation of
shipping market congestion.
With the estimated model, we study the role of oil transportation in giving rise to macro implica
tions through three different but related exercises. Firstly, by evaluating the IRFs, we show that
shipping market congestion withholds excessive flows of ships into the market that receives a fa
vorable trade shock such that the fluctuations in tanker utilization are attenuated. Secondly, by
constructing three counterfactual exercises, i.e., full utilization, no ballasting, and zero trade vari
ation, with each targeting one of the three central mechanisms, we find that congestion plays a
vital role in stabilizing the fluctuations of oil trade and final good production induced by oil trade
shocks; in fact, it attenuates over one third of their volatility that would otherwise have occurred
in a congestionfree environment. The stabilization occurs exactly because of the role by ship
63

For a more detailed coverage on the Biden administration’s intent to restore the 2015 nuclear agreement with Iran
and to ease sanctions, see https://foreignpolicy.com/2021/04/15/iran-nuclear-deal-biden-talksvienna/ (Accessed: 22 May 2021).
64
We select 5% in accordance with the presanction oil production level by Iran. According to the U.S. Energy Infor
mation Administration, before the U.S. sanctions, Iran accounted for approximately 4.4% of total daily oil production
in the world, producing just over 4 million barrels per day in 2018.
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ping market congestion in dampening the dynamics of tanker utilization induced by trade shocks,
as illustrated in the IRFs. We also find that such stabilization comes at the cost of exaggerated
volatility in oil prices, since the pricing mechanism in our model inherits the dynamics in the oil
shipping markets. Furthermore, we emphasize that compared to exogenous oil trade shocks, the
corresponding endogenous adjustment of the oil transportation network only plays a minimal role
in creating fluctuations of the macro aggregates. Lastly, by studying three natural experiments, i.e.,
IMO 2020, 2021 Suez Canal obstruction, and the possibility of an unsanctioned Iran, we demon
strate that “shocks” that originate from the oil transportation industry itself (i.e., changes in the
model’s primitives) could also lead to endogenous adjustment of the shipping markets and hence
intended or unintended economic consequences.
There are two interesting avenues for future research. The first is to embed our setup within a gen
eral equilibrium framework that explicates oil importexport linkages and explore any role played
by the oil transportation industry in exaggerating or alleviating the consequences of oil market im
perfections. The second is closely related to the recent supply chain crisis triggered by the COVID
19 pandemic. The relentless surge in shipping prices and persistent bottlenecks at ports around the
world have added to the barrage of problems affecting supply chains and sparked a growing dis
cussion on their macroeconomic consequences.65 Our methodology in Li et al. (2021) and the
resulting shipping dataset could be easily extended to visualize such issues, and the existing theo
retical framework could be generalized so as to accommodate more industryspecific features and
problemspecific setups.
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Appendices
For Online Publication
I. The Presence of Search Frictions
In this appendix, we document one empirical fact pertaining to the presence of search frictions in the
oil transportation industry, recognizing that such presence has been tested formally in Brancaccio
et al. (2020). Using the shipping dataset, we find simultaneous arrivals of “empty and then load”
ships and departures of empty ships in many net exporting countries. Indeed, if we measure the
underutilization of empty ships by calculating the ratio, outgoing empty ships/incoming empty
and loading ships, in the absence of search frictions, it should be close to zero, i.e., there are no
unrealized matches when both parties are available. However, as seen in Figure I.1, even though the
underutilization ratio is often zero in Canada, it fluctuates significantly above zero in Saudi Arabia;
in other words, it frequently happens that an empty ship arrives and picks up oil cargo, while at
the same time another ship departs empty. In addition, if we calculate the average underutilization
ratio for the major net oil exporting countries, it is well above zero.
Figure I.1: Underutilization of empty ships
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Notes. The first two figures plot the underutilization ratios for Canada and Saudi Arabia respectively during the
sampling period from 2017W5 to 2020W48. The last figure plots the average underutilization ratio for the first 10
major net oil exporting countries in 2019 according to the JODIOil World Database.

II. VAR Evidence of Shipping Market Congestion
In this appendix, we present additional evidence of shipping market congestion. Specifically, we
follow Mercan et al. (2021) by constructing a vector autoregression (VAR) model to study the
1

response of average contracting probability for ships in the oil transportation industry to an exoge
nous increase in the number of unloaded and searching ships (i.e., a tanker underutilization shock).
Specifically, we study the behaviors of three endogenous variables given by the vector:
yn,t = [ωn,t , log sn,t , log fn,t ],
where ωn,t is the measure of demand for oil transportation services following Kilian & Murphy
(2014), sn,t is the number of unloaded and searching ships (normalized by the total number of
ships), and fn,t is the average contracting probability for ships in each market n. To construct ωn,t ,
we firstly develop a weekly measure of oil demand xn,t using the freight earnings data in the crude
and product oil shipping markets respectively. Specifically, we initialize xn,2017W 4 = 1 and for
each subsequent week through 2020W48, update xn,t using the average freight earnings index in
the crude oil market, BDTI Aframax TCE, or that in the product oil market, BCTI TC1TCE (both
are deflated by the U.S. Consumer Price Index):

xn,t =


x

n,t−1

+ ∆ log BDTIt , if n = crude oil;

x

n,t−1

+ ∆ log BCTIt ,

if n = product oil.

We then regress xn,t on a linear time trend using heteroskedasticityrobust standard errors:
xn,t = β0 + β1 t + ωn,t ,
and extract the residuals ωn,t as the measure of demand for oil transportation services.
Subsequently, given yn,t , we estimate the following VAR model for each shipping market n:
yn,t = cn + An (L)yn,t−1 + un,t ,
where cn is a constant, An (L) is a lag polynomial, and un,t ∼ (0, Σu ) is a vector of reducedform
error terms with variancecovariance matrix Σu . We include three lags of the endogenous variables
in our specification based on the Akaike information criterion, and identify structural shocks using a
recursive identification scheme (or equivalently, a Cholesky decomposition of Σu ). We assume that
ω has contemporaneous effects on both s and f . In contrast, s only has a contemporaneous effect on
f and f affects the other endogenous variables only with a lag. Given the timing assumptions, we
study the IRFs of average contracting probability to an exogenous tanker underutilization shock so
as to isolate the effect of movements in tanker underutilization from that of demand fluctuations
on the average contracting probability for ships.

2

Figure II.1: Empirical IRFs of average contracting probability to a tanker underutilization shock
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Figure II.1 plots the empirical impulse response. As seen, the empirical responses are significantly
negative on impact, indicating that shipping market congestion intensifies as exporters’ capacity of
hiring does not quickly and sufficiently expand to absorb the increasing number of searching ships.
Subsequently, due to the imbalance between supply and demand for shipping services, exporters
will endogenously respond by lowering freight rates, which in turn encourages hiring and boosts
contracting probability for oil tankers. Hence, we see a recovery of average contracting probability
for ships after impact, though it remains below the steadystate level while congestion lasts.

III. Derivation of the Integrated Value Functions
We begin with the value of a loaded ship in market n, Wn (Ω), as in Equation (7):
Wn (Ω) =wn (Ω) + (1 − dn )βEΩ′ ,ϵ′ (Wn (Ω′ ) + ϵ′n,i )



+ dn βEΩ′ ,ϵ′ max Sn (Ω′ ) + ϵ′n,i , max (Mnj (Ω′ ) + ϵ′j,i ) .
j̸=n∈N

We integrate out the idiosyncratic taste shocks and simplify the value function using the definition
of S̃nj , which gives the following:


Wn (Ω) = wn (Ω) + (1 − dn )βEΩ′ (Wn (Ω′ )) + dn βEΩ′ Eϵ′ max(S̃nj (Ω′ ) + ϵ′j,i ) ,
j∈N

3

where EΩ′ is the expectation taken over the aggregate state of the shipping industry, and Eϵ′ is the

expectation taken over the idiosyncratic taste shocks. Specifically, the last term Eϵ′ maxj∈N (S̃nj (Ω′ )+


 ϵ′ +ργ
ϵ′ +ργ 
S̃ (Ω′ )−ργ
ϵ′j,i ) can be calculated from ρEϵ′ maxj∈N ( nj ρ
+ j,iρ ) , and j,iρ
∼ Gumbel(0, 1).
j∈N
′
′


′
ϵ +ργ
ϵ +ργ
S̃ (Ω )−ργ
Hence, if we define X ≡ maxj∈N nj ρ
+ j,iρ
, the independence of j,iρ
implies
j∈N
S̃

(Ω′ )−ργ

ϵ′ +ργ

for all real x that P r(X ≤ x) is the product of the individual chances, P r( nj ρ
+ j,iρ
x), ∀j ∈ N . Taking logs and applying basic properties of exponential yield the following:

≤

Y

S̃nj (Ω′ ) − ργ ϵ′j,i + ργ
log P r(X ≤ x) = log
P r(
+
≤ x)
ρ
ρ
j∈N
Y



S̃nj (Ω′ ) − ργ 
= log
exp − exp − x +
ρ
j∈N
X

S̃nj (Ω′ ) − ργ 
=−
exp − x +
ρ
j∈N
X
S̃nj (Ω′ ) − ργ 
= − exp(−x)
exp
ρ
j∈N
X



S̃nj (Ω′ ) − ργ 
= − exp − x + log
exp
.
ρ
j∈N
Hence, we can derive that:


X
S̃nj (Ω′ ) − ργ  
P r(X ≤ x) = exp − exp − x + log
exp
ρ
j∈N
P
S̃nj (Ω′ )−ργ  

 x − log
j∈N exp
ρ
,
= exp − exp −
1
which is exactly the cumulative distribution function (CDF) of a Gumbel distribution with location
P
S̃nj (Ω′ )−ργ 
S̃nj (Ω′ )−ργ
exp
parameter equal log
and
scale
parameter
equal
1,
i.e.,
X
≡
max
+
j∈N
ρ
ρ
 j∈N

P
ϵ′j,i +ργ 
S̃nj (Ω′ )−ργ 
∼ Gumbel log
, 1 . Given this, we can derive the mean of X
j∈N exp
ρ
ρ

4

in the following:
S̃nj (Ω′ ) − ργ ϵ′j,i + ργ 
Eϵ′ (X) = Eϵ′ max
+
j∈N
ρ
ρ
′
X

S̃nj (Ω ) − ργ 
= γ + log
exp
ρ
j∈N



X
S̃nj (Ω′ ) 
= γ + log exp(−γ)
exp
ρ
j∈N
= log

X

S̃nj (Ω′ ) 
,
ρ

exp

j∈N

and therefore,
E

ϵ′



′

max(S̃nj (Ω ) +
j∈N

ϵ′j,i )



X

S̃nj (Ω′ ) 
= ρ log
exp
.
ρ
j∈N

Taking into account this derivation and rearranging the terms gives:

X
S̃nj (Ω′ ) 
Wn (Ω) = wn (Ω) + (1 − dn )βEΩ′ (Wn (Ω′ )) + dn βρEΩ′ log
) ,
exp(
ρ
j∈N
Similarly, using the result we just derived, we can rewrite the value functions for staying and bal
lasting ships respectively as:

X
S̃nj (Ω′ ) 
Sn (Ω) = −cw + fn (θn )βEΩ′ (Wn (Ω′ )) + (1 − fn (θn ))βρEΩ′ log
) ,
exp(
ρ
j∈N

X
S̃jk (Ω′ ) 
) .
Mnj (Ω) = −cs + (1 − dnj )βEΩ′ (Mnj (Ω′ )) + dnj βρEΩ′ log
exp(
ρ
k∈N

IV. Derivation of Commissions
Firstly, we can derive the ship’s surplus, Wn − Sn , as follows:

X
S̃nj (Ω′ ) 
′
Wn (Ω) − Sn (Ω) = wn (Ω) + c + (1 − dn − fn (θn ))βEΩ′ Wn (Ω ) − ρ log
exp(
) .
ρ
j∈N
w
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Applying the surplus sharing rule η(Jn (Ω) − Vn (Ω)) = (1 − η)(Wn (Ω) − Sn (Ω)) and substituting
in for Jn yields:
η(pn rn − wn (Ω)) + η(1 − dn )βEΩ′ (Jn (Ω′ ) − Vn (Ω′ )) + η(βEΩ′ (Vn (Ω′ )) − Vn (Ω)) =

X
S̃nj (Ω′ ) 
(1 − η)(wn (Ω) + cw ) + (1 − η)(1 − dn − fn (θn ))βEΩ′ Wn (Ω′ ) − ρ log
exp(
) .
ρ
j∈N
Solving for wn gives the following:
wn (Ω) =ηpn rn − (1 − η)cw + η(1 − dn )βEΩ′ (Jn (Ω′ ) − Vn (Ω′ )) + η(βEΩ′ (Vn (Ω′ )) − Vn (Ω))

X
S̃nj (Ω′ ) 
− (1 − η)(1 − dn − fn (θn ))βEΩ′ Wn (Ω′ ) − ρ log
exp(
) .
ρ
j∈N
We then apply the surplus sharing rule for the next period, i.e., η(Jn (Ω′ ) − Vn (Ω′ )) = (1 −
η)(Wn (Ω′ )−Sn (Ω′ )), together with subtracting and adding (1−η)(1−dn −fn (θn ))βEΩ′ (Sn (Ω′ )):
wn (Ω) =ηpn rn − (1 − η)cw + (1 − η)(1 − dn )βEΩ′ (Wn (Ω′ ) − Sn (Ω′ )) + η(βEΩ′ (Vn (Ω′ )) − Vn (Ω))

X
S̃nj (Ω′ ) 
) .
− (1 − η)(1 − dn − fn (θn ))βEΩ′ Wn (Ω′ ) − Sn (Ω′ ) + Sn (Ω′ ) − ρ log
exp(
ρ
j∈N
Collecting terms reduces the above equation to:
wn (Ω) =ηpn rn − (1 − η)cw + (1 − η)fn (θn )βEΩ′ (Wn (Ω′ ) − Sn (Ω′ )) + η(βEΩ′ (Vn (Ω′ )) − Vn (Ω))

X
S̃nj (Ω′ ) 
) .
− (1 − η)(1 − dn − fn (θn ))βEΩ′ Sn (Ω′ ) − ρ log
exp(
ρ
j∈N
By applying the surplus sharing rule for the next period again, and given that fn (θn ) = qn (θn )θn ,
we derive the following:
wn (Ω) =ηpn rn − (1 − η)cw + ηqn (θn )θn βEΩ′ (Jn (Ω′ ) − Vn (Ω′ )) + η(βEΩ′ (Vn (Ω′ )) − Vn (Ω))

X
S̃nj (Ω′ ) 
′
′
exp(
) .
− (1 − η)(1 − dn − fn (θn ))βEΩ Sn (Ω ) − ρ log
ρ
j∈N
Now, from the value function for unmatched exporters in Equation (12), we derive that:
qn (θn )θn βEΩ′ (Jn (Ω′ ) − Vn (Ω′ )) =

6

θn
Vn (Ω) − θn βEΩ′ (Vn (Ω′ )).
1−δ

Combining the expression with the commissions equation derived in the previous step yields:


θn
wn (Ω) =ηpn rn − (1 − η)cw − η (1 −
)Vn (Ω) − (1 − θn )βEΩ′ (Vn (Ω′ ))
1−δ

X
S̃nj (Ω′ ) 
− (1 − η)(1 − dn − fn (θn ))βEΩ′ Sn (Ω′ ) − ρ log
exp(
) ,
ρ
j∈N
which is equivalent to:


θn
wn (Ω) =ηpn rn − η (1 −
)Vn (Ω) − (1 − θn )βEΩ′ (Vn (Ω′ ))
1−δ

 


exp(Sn (Ω′ )/ρ)
− (1 − η) cw + (1 − dn − fn (θn ))βρEΩ′ log P
.
′
j∈N exp(S̃nj (Ω )/ρ)
Since the staying probability in Equation (10) equals πnn (Ω′ ) = 1/{
we further simplify the commissions equation as follows:

P
j∈N

exp[(S̃nj (Ω′ )−Sn (Ω′ ))/ρ]},



θn
wn (Ω) =ηpn rn − η (1 −
)Vn (Ω) − (1 − θn )βEΩ′ (Vn (Ω′ ))
1−δ
X
 w


− (1 − η) c + (1 − dn − fn (θn ))βρEΩ′ log 1 −
πnj (Ω′ ) ,
j̸=n∈N

provided that πnn (Ω′ ) = 1 −

P
j̸=n∈N

πnj (Ω′ ).

V. SteadyState Existence
Proposition 1. Suppose that the Gumbel shocks ϵ and ϵe have full support, s and En are finite,
and vn ≤ Eδn , ∀n ∈ N , there exists a steadystate allocation of ships and exporters over commodity
shipping markets, {e∗n , s∗n , m∗nj , vn∗ , ∀n, j ∈ N }.
Proof. We firstly derive the steadystate shipping markets stocks and flows. From Equation (18),
at steadystate it has a form of the following:
mnj =

X
πnj
[(1 − fn )sn + dn en +
dkn mkn ],
dnj
k̸=n∈N

(25)

where fn represents the steadystate contracting probability for ships in market n. Similarly, the
transition equation for stayers in Equation (17) is written as follows at steadystate:
sn = πnn [(1 − fn )sn + dn en +

X
j̸=n∈N

7

djn mjn ].

(26)

Substituting in for sn and rewriting Equation (25) yield:
mnj =

πnj
sn .
dnj πnn

(27)

Furthermore, rearranging Equation (16) gives the steadystate stock of loaded ships:
en =

fn
sn .
dn

(28)

Replacing mjn and en in Equation (26) with expressions (27) and (28) respectively, we can rewrite
Equation (26) as follows:
X πjn
sn = πnn sn + πnn
sj ,
(29)
πjj
j̸=n∈N
which links the steadystate stock of stayers in market n, sn , to those in the other markets, {sj }j̸=n∈N .
As for the stock of unmatched exporters described in Equation (19), its steadystate transition equa
tion is given by:
vn = (1 − δ)(vn − fn sn ) + En πne ,
(30)
which links the steadystate stock of unmatched exporters in market n, vn , to the stock of stayers,
sn .
The steadystate transition equations (29) and (30) have a fixed point over a properly defined subset
2N
by the Brouwer’s Fixed Point Theorem (De la Fuente 2000), which states that let g : X →
of R+
2N
, X, into itself.66 Then
X be a continuous function mapping a compact and convex subset of R+
g has a fixed point in X, that is, there exists at least one x∗ ∈ X such that g(x∗ ) = x∗ . Define
2N
2N
g : R+
→ R+
, g = (g s , g v ) with:
gns = πnn sn + πnn

X πjn
sj ,
πjj
j̸=n∈N

gnv = (1 − δ)(vn − fn sn ) + En πne ,
P
for all n ∈ N . Let X ≡ Θs × Θv , where Θs ≡ {sn : ∀n ∈ N, sn ≥ 0, n∈N sn ≤ s} and
Θv ≡ {vn : ∀n ∈ N, vn ∈ [0, Eδn ]}. X is nonempty, compact, and convex, while g is continuous
on X. Now we need to prove that g maps X into itself, i.e., g(X) ⊆ X. Let {sn , vn }n∈N ∈ X. It
66

Here we implicitly assume that the number of commodity varieties, N , is finite. However, we can easily generalize
our result to infinite varieties following the LeraySchauderTychonoff Theorem.
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implies that

P
n∈N

sn ≤ s and vn ≤

En
.
δ

X

X

gns =

n∈N

Summing gns over n yields:
πnn sn +

n∈N

=

X

n∈N

πnn sn +

n∈N

=

X

X
X

(πnn

X πjn
sj )
πjj
j̸=n∈N

(1 − πnn )sn

n∈N

sn ≤ s.

n∈N

Hence, gns ∈ Θs . In terms of gnv , we can deduce that:
gnv ≤ (1 − δ)vn + En πne ≤ (1 − δ)vn + En ≤ (1 − δ)

En
En
+ En =
.
δ
δ

Therefore, gnv ∈ Θv , and there exists at least one allocation of {s∗n , vn∗ }n∈N ∈ X such that the
steadystate transition equations (29) and (30) hold. As shown in Equations (27) and (28), given
that {m∗nj , e∗n }n,j∈N are functions of {s∗n }n∈N ∈ X, there exists a steadystate allocation of ships
and exporters over commodity shipping markets.

VI. Converting Model Moments to Data Moments
As discussed in Section 3.3.2, the moments generated by the model are not theoretically equivalent
to what we observe in the shipping data mainly due to the fact that the ballasting state is unobserved
in reality. Given this complexity, we convert the model moments to their empirical counterparts
which we can retrospectively observe in the shipping data. To do so, we firstly expand the state
space. In its original setup, the model includes three states of ships in each shipping market, namely,
loaded {ec , ep }, unloaded and staying in the same market as before {sc , sp }, and unloaded and
ballasting to a new market {mcp , mpc }. In order to keep track of each ship’s operating market of
last contract, we construct the following ten states:
{ec , ep , scc , spc , scp , spp , mccp , mpcp , mcpc , mppc },
with the superscript denoting a ship’s market of last contract. Next, we formulate the transition
matrix P t,t+1 in the timeinhomogeneous Markov chain implied by the expansion of states. For
t > 1, the transition probability Pijt,t+1 ≡ P r(statet+1 = j|statet = i) is given by the ith row and
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j th column element of P t,t+1 :

P t,t+1 =



1 − dc
0
dc πcc,t
0
0
0
dc πcp,t
0
0
0






1 − dp
0
0
0
dp πpp,t
0
0
0
dp πpc,t 
 0






 fc,t

0
(1 − fc,t )πcc,t
0
0
0
(1 − fc,t )πcp,t
0
0
0






 fc,t

0
0
(1
−
f
)π
0
0
0
(1
−
f
)π
0
0
c,t cc,t
c,t cp,t






 0

fp,t
0
0
(1 − fp,t )πpp,t
0
0
0
(1 − fp,t )πpc,t
0



,


 0
fp,t
0
0
0
(1 − fp,t )πpp,t
0
0
0
(1 − fp,t )πpc,t 






 0

0
0
0
dcp πpp,t
0
1 − dcp
0
dcp πpc,t
0








0
0
0
0
dcp πpp,t
0
1 − dcp
0
dcp πpc,t 
 0






 0

0
dpc πcc,t
0
0
0
dpc πcp,t
0
1 − dpc
0




0
0
0
dpc πcc,t
0
0
0
dpc πcp,t
0
1 − dpc

where πnj,t , ∀n, j ∈ {c, p} represent the staying and ballasting probabilities for ships, and fc,t , fp,t
represent the contracting probabilities for ships in the crude and product oil shipping markets re
spectively. By evaluating the transition matrix at its steadystate, we study its stationary distribution
and pin down the implied steadystate value for each of the ten states; specifically, we calculate the
left eigenvector that corresponds to a unit eigenvalue, which then contains the steadystate number
of ships in each state. Lastly, we apply these steadystate values as the initial allocation of ships in
the Markov chain and compute allocations thereafter.
The above method allows us to achieve consistency between the data and modelgenerated mo
ments. For instance, the dataequivalent stock of unloaded ships in the crude oil shipping market
can be written as scc + scp + mccp + mcpc , which is essentially the total number of unloaded ships
whose last contracts were to carry crude oil. In addition, we derive the same notion of ballasting
ships that is applied in the shipping data, i.e., ships that find oil cargoes to deliver in the market
which differs from the previous one.

VII. MCMC Approach to SMM Estimation
In this appendix, we describe the SMM procedures that are followed to estimate the eight free pa
rameters in the baseline model, i.e., {r̄, µc , ψc , ψp , ρ, dcp , τ, χ}. Let ŜT ∈ R8 denote the set of data
moments that will be matched in the estimation, with T denoting the sample size. Furthermore, let
S̃(x) denote the moments implied by the model for some parameter value x. The SMM parameter
estimate x̂T is defined as:
x̂T = arg min L(x),
x
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where
−1
L(x) ≡ [ŜT − S̃(x)]′ Σ̂S,T
[ŜT − S̃(x)],

in which Σ̂S,T is an estimate of the variancecovariance matrix for the data moments ŜT . The SMM
estimate x̂T chooses the model parameters such that the model moments S̃(x) fit the observed
−1
data moments ŜT as closely as possible in terms of a quadratic form with weighting matrix Σ̂S,T
.
We estimate Σ̂S,T from the shipping data, using the NeweyWest estimator with a Bartlett kernel
and bandwidth given by the integer of 4(T /100)2/9 (RugeMurcia 2012). Note that the Newey
West weighting matrix does not depend on the model parameters or the model moments. Adapting
standard results from the SMM procedures, one can prove that, for a given set of moments included
in ŜT , the estimate x̂T is consistent and is the best estimate among those obtained with different
weighting matrices.
In practice, the extremum estimator x̂T is difficult to work with since for any finite simulation
length, the objective function is not smooth due to simulation errors and the discrete jumps that
occur as a result of search. To address this issue, we use the Markov Chain Monte Carlo (MCMC)
approach for classical estimators proposed by Chernozhukov & Hong (2003) (which is further
elaborated in Lise (2013)). Estimation proceeds by simulating a chain of parameters that (once
converged) has the quasiposterior density:
p(x) = R

exp(L(x))π(x)
,
exp(L(x))π(x)dx

with π(x) representing the prior distribution of x. A point estimate for the parameters is obtained
as the average of the MCMC chain, i.e., for {xj , 0 ≤ j ≤ C},
x̂M CM C

C
1 X j
=
x.
C j=1

To simulate a Markov chain that converges to the quasiposterior, we apply the MetropolisHastings
algorithm (FernándezVillaverde et al. 2016). The algorithm generates a chain {xj , 0 ≤ j ≤ C} in
the following steps:
1. Choose a starting value x0 ;
2. Generate φ from a proposed density q(φ|xj );
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3. Update xj+1 from xj for j = 1, 2, . . . using:
xj+1 =


φ,

with probability d(xj , φ);

xj , with probability 1 − d(xj , φ),

where
d(xj , φ) = min[

exp(L(xj ))π(xj )q(φ|xj )
, 1].
exp(L(φ))π(φ)q(xj |φ)

These procedures are repeated many times to obtain a chain of length C that represents the ergodic
distribution of x.67 Choosing the prior π(x) to be uniform distribution and the proposal density to
be a random walk, i.e., q(φ|xj ) = q(xj |φ), results in the simple rule:
d(xj , φ) = min[exp(L(xj ) − L(φ)), 1].
The main advantage of this estimation strategy is that it only requires function evaluations, and
thus the discontinuous jumps do not cause the same problems that would otherwise occur with a
gradient based extremum estimator. The drawback of this strategy is that it requires a very long
chain, and consequently a very large number of function evaluations, each requiring the model to
be solved and simulated. In our setup, we simulate 20 chains in parallel, each of length 2,000, and
use the last 20 elements (pooled over the 20 chains) to obtain the parameter estimates in Table 3.

VIII. Recovering DataConsistent Trade Shocks
To recover the marketspecific trade shocks that are consistent with the observed evolution of tanker
utilization from 2017W5 to 2020W48, we apply a first order approximation to the baseline model
described in Section 3. In the model there are 37 endogenous variables, of which ten are state
variables. Let E37×1 and S10×1 denote the endogenous and state variables respectively. Then, the
first order approximation of the baseline model solves for a linear relationship between E, S, and
the innovations ν:
Et+1 − Ē = A(St − S̄) + Bνt ,
where νt is the 2 × 1 vector of marketspecific trade shocks, and A, B contain the transition coef
ficients solved by Dynare. To recover νt , we take the following steps:
1. Assume in period 0 the economy is in steadystate, hence S0 − S̄ = 0. We treat 2017W4 as
the steadystate;
67

We impose an additional restriction on the newlygenerated φ such that a steadystate of the model can be solved.
This step is imposed to ensure only sensible draws of φ are rolled in the Markov chain.
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2. Using the data on tanker utilization in the crude and product oil shipping markets in 2017W5
(period 1), the first order approximation implies that there is exactly one solution for ν1 that
produces the observed tanker utilization in period 1. We then solve for the implied ν̂1 ;
3. After solving for ν̂1 , we solve for the remaining endogenous variables in E to recover Ê1
and Ŝ1 ;
4. We repeat steps 2 and 3 until the end of the tanker utilization series.

IX. Baseline vs. Counterfactual Exercises
In Table IX.1, we present the extended comparison between the baseline and five counterfactual
exercises, including full utilization, no ballasting, zero trade variation, idling, and freeentry. The
counterfactual exercises of idling and freeentry are discussed in detail in Appendices X and XI
respectively. The first and second moments of tanker utilization, oil trade, prices, and final good
production are shown in the table.
Table IX.1: Extended comparison: baseline vs. counterfactual exercises
ec

ep

yc

yp

pc

pp

Y

0.200

0.432

0.224

0.487

0.843

1.058

0.704

(12.387)

(15.071)

(27.352)

(12.481)

(12.924)

0.328

0.753

0.433

0.997

0.989

(19.798)

(24.084)

(0.847)

(0.828)

(22.873)

0.248

0.492

0.815

1.071

0.729

(13.912)

(15.218)

(25.945)

(13.166)

(13.306)

0.201

0.433

0.842

1.059

0.627

(0.016)

(0.023)

(0.031)

(0.014)

(0.026)

0.194

0.431

0.850

1.055

0.619

(10.653)

(13.239)

(27.627)

(12.340)

(11.308)

0.229

0.519

0.856

1.052

0.741

(12.603)

(16.055)

(28.060)

(12.231)

(13.687)

Scenario
Baseline

(0.016) (0.023)
Counterfactual exercises
Full utilization

0.313

0.687

(0.000) (0.000)
No ballasting

0.222

0.437

(0.015) (0.019)
Zero trade variation

0.200

0.432

(0.016) (0.023)
Idling

0.173

0.383

(0.017) (0.027)
Freeentry

0.205

0.461

(0.054) (0.074)

Notes. The above table shows the first and second moments of tanker utilization, oil trade, prices, and final good
production for each of the six scenarios: baseline, full utilization, no ballasting, zero trade variation, idling, and free
entry. {ec , ep } refer to oil tanker utilization in the crude and product oil shipping markets, {yc , yp } to crude and product
oil trade, {pc , pp } to crude and product oil prices, and Y to final good production. The standard deviations are given
in the parentheses.
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X. Counterfactual: Idling of Ships
We study in this appendix another micro behavior taken by ships – idling. The term idling refers
to the state where ships are temporarily idle due to a lack of cargo, or phased out of commercial
operations. In particular, ships often turn idle amid significant trade disruptions since freight rates
are not sufficient to cover their running costs, and idling is often preferred to the scrapping of ship
considering how costly the shipbuilding process is.68
Despite its empirical relevance, idling is not taken into account in the baseline model mainly be
cause of two reasons. Firstly, according to Clarksons Shipping Intelligence Network, idle ships only
represent a small proportion of the LR1 and LR2 oil tankers considered in our sample, at an average
of 5% during the sampling period. The rareness is primarily due to the huge recommissioning cost
the shipowner will incur when bringing the ship back into commercial operations. Secondly, we
cannot distinguish each individual ship’s (potential) idling state from its unloaded state in the con
structed shipping data. In other words, we cannot tell whether a ship is idle simply by inspecting its
recorded shipping statuses in the AIS, e.g., low speed and inport, since those unloaded ships may
have the same observed behaviors. Furthermore, even though we could add the average share of
idle ships in the fleet as an additional data moment in the SMM procedures, the other data moments
(in particular, transition probabilities) would be contaminated since they do not take into account
the transitions in and out of the idling state. For instance, if we were to consider the idling state
explicitly, the contracting probability for ships should be adjusted to reflect that it is the group of
unloaded but not idle ships that engage in searching.
Nevertheless, we set up an idling counterfactual so as to study and quantify the changes that idling
brings to the macro aggregates. Specifically, when ships are allowed to switch to the idling state,
their value functions need to be rewritten. Firstly, the value of a loaded ship i in market n (net of
idiosyncratic taste shocks) is given by:
Wn (Ω) =wn (Ω) + (1 − dn )βEΩ′ ,ϵ′ (Wn (Ω′ ) + ϵ′n,i )



+ dn βEΩ′ ,ϵ′ max Sn (Ω′ ) + ϵ′n,i , max (Mnj (Ω′ ) + ϵ′j,i ), Ln (Ω′ ) + ϵ′0,i ,
j̸=n∈N

where Ω = {en , sn , mnj , ln , vn , rn , ∀n, j ∈ N } and ϵ′0,i represents ship i’s taste draw for idling
(denoted by 0) for the next period. As embedded in Wn (Ω), once the ship fulfills its contract with
probability dn , it can choose whether to stay in market n, ballast from market n to some other
market j, or become idle. In a similar fashion, the value of a staying ship in market n (net of
68

See Kalouptsidi (2014) for a detailed study on shipbuilding.
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idiosyncratic taste shocks) changes to:
Sn (Ω) = − cw + fn (θn )βEΩ′ ,ϵ′ (Wn (Ω′ ) + ϵ′n,i )



+ (1 − fn (θn ))βEΩ′ ,ϵ′ max Sn (Ω′ ) + ϵ′n,i , max (Mnj (Ω′ ) + ϵ′j,i ), Ln (Ω′ ) + ϵ′0,i ,
j̸=n∈N

while the value of a mover ballasting from market n to j (net of idiosyncratic taste shocks) becomes:
Mnj (Ω) = − cs + (1 − dnj )βEΩ′ ,ϵ′ (Mnj (Ω′ ) + ϵ′j,i )



+ dnj βEΩ′ ,ϵ′ max Sj (Ω′ ) + ϵ′j,i , max (Mjk (Ω′ ) + ϵ′k,i ), Lj (Ω′ ) + ϵ′0,i .
k̸=j∈N

Lastly, we define the value of an idle ship in market n (net of idiosyncratic taste shocks) as:



Ln (Ω) = −cw + βEΩ′ ,ϵ′ max Sn (Ω′ ) + ϵ′n,i , max (Mnj (Ω′ ) + ϵ′j,i ), Ln (Ω′ ) + ϵ′0,i ,
j̸=n∈N

which states that the idle ship pays the perperiod waiting cost cw , and is free to choose between re
entering the market and remaining idle in the next period. Following the changes in value functions,
we rewrite the transition equations for shipping market stocks (including the stock of idle ships)
and build an alternative model of idling using the same set of parameters as described in Table
3. Again, we apply a first order approximation to the model and solve for the implied shipping
market stocks and macro aggregates using the same set of recovered trade shocks as in all the other
scenarios. We present the means and standard deviations of tanker utilization, oil trade, prices, and
final good production in Table IX.1.
What happens to the average oil trade? Solving for the implied shipping market stocks yields an
average share of idle ships at 2.5% in the crude oil market and 7.3% in the product oil market. This
occurs, on the one hand, through that ships can now shield themselves from adverse trade shocks
by not only ballasting to the other market, but also becoming idle. Furthermore, in cases where
both shipping markets were hit by a global adverse trade shock, ships might even find themselves
in an better position by turning idle than ballasting to the other market. On the other hand, when the
shipping market receives a favorable shock, since there are always gross flows into the idling state,
fewer ships will be operating to carry oil.69 In consequence, as shown in Table IX.1, irrespective
of the type of trade shocks, the average oil trade decreases in the idling counterfactual, with crude
and product oil trade seeing a fall by 13.4% and 11.5% respectively against the baseline.
What happens to the volatility of oil trade? In Figure X.1, we plot the IRFs of shipping market
stocks to an orthogonal positive crude oil trade shock in the idling counterfactual. By comparing
the idling probability
is always positive in this alternative model, i.e., πn0 (Ω′ )


PThis is because
′
′
1/ j∈N exp (S̃nj (Ω ) − S̃n0 (Ω ))/ρ > 0, where S̃n0 (Ω′ ) = Ln (Ω′ ).
69
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Figure X.1: IRFs to a positive crude oil trade shock: baseline vs. idling
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Notes. The IRFs plot the dynamic weekly responses of shipping market stocks (i.e., {en,t , sn,t , mnj,t , ln,t , vn,t , ∀n, j ∈
{c, p}}) to one standard deviation of orthogonal trade shock in the crude oil shipping market νc for the baseline and
idling counterfactual respectively. The shock νc is identical in both scenarios. The IRFs are computed using a second
order approximation of each alternative model, and are measured in percentage deviations from the steadystate.

them with those corresponding to the baseline scenario, we firstly observe that the stock of idle ships
in the crude oil market lc plummets significantly on impact, implying that more ships “awake” and
actively participate in searching again. Their transitions out of the idling state increase the stock of
stayers sc , hence intensifying the congestion externality for ships but weakening that for exporters.
As a result, mcp declines relatively less, while vc jumps marginally more on impact. The combined
effect is that tanker utilization ec reacts more significantly to the positive trade shock, and so does
crude oil trade. In the product oil market, the substitution effect still plays its role in inducing
more potential exporters to enter the market and take advantage of the higher product oil price.
However, it is noted that vp rises more significantly than in the baseline because they no longer
need to compete for a shrinking supply of transportation services; since idle ships are intrigued by
the higher commissions and ease of finding oil to deliver, more of them become active and hence
sp increases on impact. Consequently, the initial rise in ep is more dramatic, hence amplifying the
fluctuations in product oil trade. In this sense, compared to the baseline, enabling idling destabilizes
oil trade in not only the market when a trade shock hits, but also the one where it doesn’t. This
result also holds in the case of a positive product oil trade shock, of which the IRFs are plotted in
Figure X.2.70
70

Note that when idling is enabled, a trade shock no longer induces opposite movements of tanker utilization in the
crude and product oil shipping markets (see the bottom left panels in Figures X.1 and X.2). This is because the outflow
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Figure X.2: IRFs to a positive product oil trade shock: baseline vs. idling
ec

sc

lc

0

vc

-0.05

-0.05
0.25
-0.1

-0.2

-0.15

0.2
%

0.015

-0.15
%

%

0

%

0.05

0.02

-0.25
0.01

-0.05

-0.35
-0.1
5

10

15

20

25

5

10

ep

15

20

25

sp

10

15

20

25

0
5

mpc

10

15

20

25

5

15

20

25

vp
Baseline
Idling

0.5
-0.1

-0.2

0.04

10

lp

0

-0.1
0.15

0.4

-0.3

0.05

0.02

-0.5

0

10

15

20

25

0.2

-0.4

0.1

-0.8
5

10

15

20

25

0

-0.5

-0.9
5

-0.3

-0.6
-0.7

0.01

0.3

%

%

-0.4

%

0.03

-0.2
%

0.1
%

0.1
0.05

-0.3
5

0.05

0

-0.2

-0.4

0

0.15

-0.25

-0.3

0.005

Baseline
Idling

0.3

-0.1

0.025

%

mcp

0

0.1

0.03

5

10

15

20

25

5

10

15

20

25

5

10

15

20

25

Notes. The IRFs plot the dynamic weekly responses of shipping market stocks (i.e., {en,t , sn,t , mnj,t , ln,t , vn,t , ∀n, j ∈
{c, p}}) to one standard deviation of orthogonal trade shock in the product oil shipping market νp for the baseline and
idling counterfactual respectively. The shock νp is identical in both scenarios. The IRFs are computed using a second
order approximation of each alternative model, and are measured in percentage deviations from the steadystate.

Lastly, although the fluctuations in oil trade are exaggerated in the process of shipping markets
endogenously responding to external shocks, the lower average oil trade resulting from idling ulti
mately stabilizes oil trade: as illustrated in Table IX.1, the standard deviations of crude and product
oil trade decline by 14.0% and 12.2% respectively.

XI. Counterfactual: FreeEntry of Potential Exporters
In the last counterfactual exercise, we take a look at the potential exporter’s costly entry behavior
and its impacts on shipping market congestion and oil trade fluctuations. In doing so, we consider a
freeentry counterfactual where potential exporters can enter the shipping markets freely and search
for available ships to deliver oil cargoes. In the model, this implies that the value of an exporter
that remains unmatched in shipping market n, Vn , becomes zero, and hence a freeentry condition
is written as:
κ
= EΩ′ (Jn (Ω′ )),
βqn (θn )
where κ stands for the perperiod searching cost paid by an exporter while looking for a ship. It
replaces Equation (19) and determines the stock of oil cargoes to be delivered in each shipping
of ships from the idling state can replenish the shrinking pool of stayers in the market where the shock does not hit.
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market. To solve this counterfactual model, we again follow the parameterization in Table 3 and
set the searching cost κ at unity. In particular, the calibration of κ is based on that the assumed
freeentry condition permits one normalization as in Shimer (2005): doubling κ and multiplying
the marketspecific matching efficiency ψn by 21−α double qn (θn ) for each market, yet leave fn (θn )
unchanged. Once again, after applying a first order approximation to the counterfactual model, we
solve for the implied shipping market stocks and macro aggregates using the same set of recovered
trade shocks as in the other scenarios. We present the corresponding means and standard deviations
of tanker utilization, oil trade, prices, and final good production in the last row of Table IX.1.
To differentiate the model’s dynamics in the freeentry counterfactual from those embedded in the
baseline scenario, we again study the IRFs of shipping market stocks, which are shown in Figures
XI.3 and XI.4. We focus on the case of a positive trade shock in the crude oil shipping market. When
the shock hits, the stock of crude oil to be delivered shoots up more significantly because of free
entry. The more responsive reaction of vc raises commissions and contracting probability for ships
by a wider margin, resulting in fewer ships ballasting to the product oil market and significantly
higher tanker utilization in the crude oil market. In the product oil market, since the substitution
effect between crude and product oil is stronger due to the larger increase in ec , we see a much
greater onimpact response of tanker utilization ep . Consequently, both crude and product oil trade
rises and fluctuates more.
Figure XI.3: IRFs to a positive crude oil trade shock: baseline vs. freeentry
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Notes. The IRFs plot the dynamic weekly responses of shipping market stocks (i.e., {en,t , sn,t , mnj,t , vn,t , ∀n, j ∈
{c, p}}) to one standard deviation of orthogonal trade shock in the crude oil shipping market νc for the baseline and free
entry counterfactual respectively. The shock νc is identical in both scenarios. The IRFs are computed using a second
order approximation of each alternative model, and are measured in percentage deviations from the steadystate.
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Figure XI.4: IRFs to a positive product oil trade shock: baseline vs. freeentry
ec

sc
0

0.035

mcp

0

0.04

0.6
0.5
%

%

%

%

-0.2

-0.05

0.02

-0.3

-0.1

0.015

-0.15

0.005

0.4
0.3

-0.4

0.01

0.2
0.1

-0.5

0

0
10

15

20

-0.2

25

-0.6
5

10

ep

15

20

25

5

sp
0.04
0.02

25

5

%

%

-0.8

-0.04

-1

-0.06

-1.2

15

20

25

Baseline
Free entry

1.2
1
0.8

-0.6

-0.02

10

vp

-0.4

0

0.03

20

-0.2

0.06

0.04

15

mpc

0

0.07

0.05

10

%

5

%

Baseline
Free entry

0.7

-0.1

0.03
0.025

0.6
0.4

0.02

0.2

0.01
0

vc

0.8

5

10

15

20

25

0
5

10

15

20

25

5

10

15

20

25

5

10

15

20

25

Notes. The IRFs plot the dynamic weekly responses of shipping market stocks (i.e., {en,t , sn,t , mnj,t , vn,t , ∀n, j ∈
{c, p}}) to one standard deviation of orthogonal trade shock in the product oil shipping market νp for the baseline
and freeentry counterfactual respectively. The shock νp is identical in both scenarios. The IRFs are computed using a
second order approximation of each alternative model, and are measured in percentage deviations from the steadystate.
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