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Abstract

During the recovery from the current recession, suppose inflation expectations rise to meet the inflation target while the output gap is still negative. The paper looks at three reasons why this might occur. The first is that, following Quantitative Easing, the private sector becomes unnecessarily alarmed at the quantity of money in circulation. The second is that the private sector believes the monetary authority will keep interest rates low for ‘too long’, to help the fiscal authorities reduce their debt burden. A third reason is that, for a policy maker who can commit, an optimal response to hitting a zero rate bound is to promise excess inflation in the future (e.g. Eggertsson and Woodford, 2003). The paper looks at the appropriate monetary policy response in each of these cases.
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1. Introduction


This paper looks, I hope not too prematurely, at monetary policy during the recovery from this recession. Policy makers will have to decide when, and how quickly, to raise interest rates once economies start growing strongly again. Raising interest rates is likely to be very unpopular among many, given the lags before any recovery makes a serious dent on unemployment. This paper looks at a scenario where this decision to raise rates is particularly difficult, because inflation looks like it is going to exceed any implicit or explicit target, and yet the output gap appears to remain large and negative.


One possibility in these circumstances is that natural output (or to use a more old fashioned and less precise terminology, potential output) has been seriously damaged by the recession, and so we are simply mistaken that the output gap is negative. There are many reasons why this might be the case. For example, it is unclear in some countries how much growth before the recession was due to an expansion in the output of financial services which would now be regarded as untenable or even undesirable, and whether the resources that were used to produce those services will find a use which is apparently so productive. An analysis of these issues is extremely important, but is not the focus of this paper. Instead the paper looks at an alternative (given the Phillips curve the only alternative), which is that inflation expectations rise above target levels. The problem I want to examine is where inflation is above target because expected inflation is above target, even though the current output gap is negative.

Current developments suggest three reasons why this scenario might occur, and this paper will explore the appropriate policy response in each case.
 A New Keynesian Phillips curve suggests that if expected inflation exceeds a credible inflation target when the output gap is negative, then price setters must be expecting future output gaps to be positive.
 The first reason why this might be the case is that price setters are simply mistaken about the impact of current policy on future output. Perhaps they are taking a monetarist view that large increases in the monetary base during the recession must eventually lead to high inflation, whereas in fact they will not. 

A second possibility is that price setters believe that future inflation will be high as a result of the large increases in public debt that have been generated by both the recession itself, and in many countries discretionary fiscal action to help reduce the impact of the recession. To distinguish this case clearly from the first, the scenario imagined here is where expectations reflect a belief that future monetary policy will be ‘soft’ on inflation because this helps reduce government debt. 

A third explanation for agents expecting future positive output gaps is that they believe such gaps are part of an optimal monetary policy response to a recession where interest rates hit a zero bound. They believe that monetary policymakers are following an optimal policy of implicitly promising higher future inflation to prevent current deflation, and that they wish to retain a reputation to follow through on past commitments rather than exploit time inconsistency. Like the second case, they believe that future monetary policy will allow/engineer positive output gaps, but for monetary rather than fiscal policy reasons.


The basic argument in this paper is that the appropriate policy response may differ among these cases, and that it is therefore important to have as much understanding as possible about what inflation expectations are doing, and why. The paper contains sections corresponding to the three explanations outlined above, although the first section also makes some general points related to the form of the Phillips curve. The section on the implications of high government debt is much more extensive than the other two, not because I think this is necessarily more important or interesting, but just because this is the area where my own research is concentrated. A final section concludes.
2. Overestimating the future inflationary consequences of current policy 

The statement that inflation can only exceed target inflation when the output gap is negative if expected future output gaps are positive is only true in general for an exclusively forward-looking or New Keynesian Phillips curve, where the medium term inflation target is credible.
  If the Phillips curve that describes how inflation actually evolves in the economy contains elements of inflation inertia, by which we mean that current inflation depends in part on past inflation as well as future expected inflation, then inflation can exceed the inflation target because it has exceeded the target in the recent past. Coming out of a recession where output gaps have been large and negative, the opposite is the case. Any inflation inertia will tend to keep inflation below target.

As a result, the scenario that is discussed in this paper is unlikely to arise if inflation inertia is important. Furthermore, in the absence of shocks or expectations errors, policy that is designed to hit an inflation target when inflation inertia is important will have to generate a period of positive output gaps following this recession. In the absence of these positive output gaps, current inflation will get stuck at its low point during the recession period. Once inflation inertia is present, we can no longer have costless ‘reinflation’, just as we cannot have costless disinflation. 

When inflation inertia is important, we can still ask what the consequences might be of the private sector overestimating future inflation. In these circumstances such mistakes could turn out to be quite helpful, because they have the effect of raising current inflation without the need to engineer positive output gaps, although obviously the importance of this effect decreases as the extent of any inflation inertia in the Phillips curve increases. 


In what follows the analysis is restricted, for better or worse (see Sims, 2008, for example), to a simple New Keynesian Phillips curve. In this case, if inflation exceeds a credible target yet output gaps are negative this must imply expected future output gaps are positive.
 Because of lags in the economy, future output gaps will depend on policy in the past as well as policy in the future. The second and third explanations of high inflation expectations that are discussed below can be modelled as involving expectations about future policy intentions. To make comparisons clear, we can restrict the first case to one involving differing views about the impact of existing policy actions. 

To be concrete, suppose that the recession has led to inflation being clearly below target, and the goal of monetary policy is to raise inflation towards that target, but not to exceed that target. With a NKPC, this involves eliminating any existing negative output gaps, but not creating any future positive output gaps. This goal is clearly understood by the private sector. However, the private sector believes that policy makers’ forecasts are wrong: its current policy stance will lead to positive future output gaps, and because of well documented lags, this policy error cannot be recognised and rectified quickly. These expected (by everyone except policy makers) positive output gaps lead to expectations about inflation that exceed the policy target.

To make the discussion a little less abstract and a bit more topical, suppose that the policy maker is a ‘Wicksellian’ that sees monetary policy working mainly through interest rates, while the private sector is more ‘monetarist’ in seeing additional causal but lagged links from changes in monetary aggregates to inflation. It seems likely that in at least some economies where Quantitative Easing has been actively pursued, growth in the monetary base will be very strong, and that this may be followed by quite strong growth in wider monetary aggregates. Policy makers might not be unduly concerned by this because they believed in countervailing changes in velocity, but a more monetarist private sector might take a less sanguine view.

Of course the private sector might be right, in which case the sooner interest rates were raised, the better. But suppose the private sector is mistaken, and they are overestimating future output and inflation. This case appears analogous to positive cost-push or mark-up shocks. In standard models where we start from equilibrium, the appropriate policy response to a cost-push shock would be to raise interest rates, dampening inflation at the cost of a negative output gap. The only difference for the scenario envisaged here is that our starting point will be one where inflation may be close to target, but the output gap is still significantly negative. This, together with an analysis of policy lags, might influence the size of any interest rate increase relative to the case where inflation expectations were not mistaken, but it seems clear that these mistaken expectations would force monetary policy makers to tighten policy more quickly than they would otherwise wish.

To put the same point another way, policy should follow the standard target criteria that can be described as ‘flexible inflation targeting’, which keeps a weighted average of excess inflation and the output gap at zero. So long as the estimated output gap was negative, some overshoot on the inflation target could be tolerated. Nevertheless, these mistaken expectations will have the unfortunate effect of leading monetary policy to dampen the speed of the recovery.

A first best policy, of course, would be to try and correct these mistaken expectations. The act of tightening monetary policy in itself is unlikely to do this, because it can be viewed by the private sector as the central bank conceding that their past policy was too expansionary, and that the private sector’s inflationary fears are correct. This seems to be a clear example of where openness by the central bank about both its assessment of the impact of existing policy and its forecasts is very important. 

3. Reducing government debt


Our second reason for high inflation expectations is where there is a belief by the private sector that fiscal policy will force the hand of monetary policy. A requirement to reduce public sector debt, which has increased sharply following the recession, will influence monetary policy intensions. That is, monetary policymakers will allow interest rates to remain low to help governments contain and reduce high levels of debt built up over the recession. 


One natural reaction, particularly among central bankers, to such a scenario is that it is very similar to the first case. The private sector is clearly mistaken, an independent monetary policy would never do such a thing, and if higher interest rates are required to make this clear then so be it. While this reaction may well be justified, it is important to be clear why this is so. In particular, arguments that monetary policy cannot control both inflation and debt, or that fiscal policy dominates monetary policy as an instrument for controlling debt, are likely to be false. 
Is reducing debt optimal?

An initial question is whether fiscal policy makers should attempt to reverse the large increase in debt brought about by the recession. Following Benigno and Woodford (2003) and Schmitt-Grohe and Uribe (2004), a now standard result in New Keynesian models with debt is that optimal steady state debt follows a random walk. If a shock raises the stock of government debt, then this should be largely accommodated. It is not first best to return debt to its pre-shock level. This result is essentially a variant of tax smoothing. Allowing debt to be permanently higher (say) means that taxes will be higher forever to service that debt (with distortion costs in the absence of lump sum taxes), or public goods will have to be permanently cut to below their optimal level. However with discounting this cost is finite. With standard convex utility this cost will also be less than the cost associated with much larger (but temporary) movements in taxes or spending required to return debt to its original level. 


From this perspective, there is no reason why governments should attempt to reduce their currently high levels of debt. Yet in reality most governments that are currently seeing large actual and prospective increases in debt seem concerned to also indicate that these debt levels will be reduced in the future, even in cases (like the UK and US) where there has been no increase in risk premiums encouraging them to do so. 

Does this mean that governments that have announced their desire to reduce debt are not following the random walk steady state debt prescription? The policy is compatible with a period of falling debt, if governments are anticipating future increases in public spending (as a result of an ageing population with an unchanged retirement age, for example), for simple tax smoothing reasons. However, in some countries at least the determination to reduce debt has intensified as a result of increases in debt generated by the recession, which is inconsistent with the random walk steady state debt result.
So what is this benchmark result involving random walk steady state debt missing? A first thought might be that this result ignores important issues of credibility. The studies noted above assume time inconsistent policy, and it turns out that the random walk steady state debt result is time inconsistent in models with nominal inertia. Leith and Wren-Lewis (2007) show that, following a positive shock to debt, taxes rise, or government spending falls, in the first (initial) period by slightly more than in subsequent periods.
 (In fact it is possible to show analytically that fiscal instruments are constant from the second period onwards.) In other words, in the initial period policy instruments move to slightly reduce the new steady state level of debt. This time inconsistency stems from the Phillips curve: the costs of raising inflation to reduce debt in the initial period are less than in subsequent periods. Although in their calibration the size of these differences in initial and subsequent movements in policy instruments is small, their presence is enough to ensure that the time consistent policy involves debt returning to its initial, pre-shock level. Only by doing this can the incentive to be time inconsistent be eliminated.


     Could we then conclude that the reason why fiscal policy makers would attempt to reduce debt is that they are forced to follow a discretionary (time consistent) policy? After all, few would argue that fiscal policy makers had strong reputations for commitment. There are two reasons for doubting this argument. First, as Leith and Wren-Lewis (2007) show, the time consistent policy involves debt returning to its initial level far more rapidly than the kind of paths that policymakers in the UK and US appear to have in mind. 
Second, we normally associate strong incentives to deviate from the optimal, time inconsistent path with impatience. In the standard monetary policy example, there are short term gains in exploiting the time inconsistency (i.e. revising policy), but the costs of subsequently being forced to be time consistent are more long term. The more myopic or impatient the policy maker, the greater their incentive to deviate from the time inconsistent plan. Now there is certainly a case, as will be argued later, that fiscal policy makers may on occasion be more subject to excessive impatience than central banks. However impatience in the case of debt does not appear to imply a greater likelihood of deviating from a time inconsistent policy plan. The benefits of exploiting the time inconsistency are long term: the increase in debt after the shock is slightly lower, implying lower permanent debt service costs. The costs of being forced to follow a time consistent policy are short term: taxes have to rise or government spending has to fall quickly.  An impatient fiscal policy maker has every incentive to commit to the random walk path. (In fact, if the policy maker was using an objective function where the discount factor was higher than the discount factor used by the private sector, then this policy maker would want to deviate from the random walk result in the opposite direction, allowing debt to ‘gradually explode’ , as Kirsanova, Leith and Wren-Lewis, 2007, illustrate.) 
A much more plausible reason why the random walk result may not hold is the presence of risk premia associated with the possibility of default. Recent developments in the Euro area suggest that these risk premia are significant in size, although how much they reflect an excessive aversion to risk brought on by recent events is not clear. While similar risk premia have not yet emerged in the UK or US, that does not mean that they will never do so. In particular, it seems plausible that while the costs of servicing debt are increasing in the size of the debt stock, the costs of default may not be, because there is an important fixed cost associated with default. So as the stock of debt rises, the incentive to default increases.  Furthermore, once expectations of default become significant, increases in risk premia may in themselves make default more likely, and as a result governments may want to stay well clear of this territory.

There may well be other reasons why governments wish to reduce debt besides the risk of default. For example, one negative effect of permanently higher government debt not captured in models with infinitely lived agents is the crowding out of capital observed in OLG models. If we plausibly rule out the possibility that the economy is dynamically inefficient, then any permanent increase in government debt reduces the amount of saving that is available to fund capital, and so the capital stock falls (probably further) below the socially optimal level.  
These features that are missing from the benchmark model add to the cost of permanently high debt, but they do not reduce the costs of reducing that debt. It seems likely, therefore, that the optimal policy in more complex models that allow for default or finite lives will involve fairly gradual reductions in debt. Although, as we note below, there may be reasons to question whether fiscal policy makers will adhere to plans to gradually reduce debt, a claim that such plans are not optimal seems inappropriate in current circumstances.

Can monetary policy help reduce debt?
If the increases in debt generated as a result of the recession are to be at least partially reversed, should monetary policy do its part in helping this come about? The fact that central bankers would regard such an idea with horror reflects one part of what is sometimes called the conventional or consensus assignment. This assignment potentially departs from the jointly optimal cooperative monetary and fiscal policy by consigning fiscal actions at the macro level to the control of debt, and monetary policy to the control of output and inflation. The aspect of this conventional assignment that is most often discussed is whether fiscal policy has any role to play in demand management, on the assumption that monetary policy is not constrained in any way. (Constraints can arise by design, as in a monetary union, or by accident, as with a zero bound). 
In thinking about the conventional assignment, a distinction can be drawn between instruments that are more or less effective in achieving particular objectives, and instruments that strictly dominate the use of other instruments in achieving objectives. Take the following, rather unrealistic, example involving a cost-push or mark-up shock. Monetary policy will normally be useful in achieving the best output/inflation trade-off after such a shock, but the shock will still reduce social welfare. However, if the fiscal authorities have available a completely flexible production tax, then changes in this tax can completely offset the shock (as in Benigno and Woodford (2003) for example). One distortion eliminates another. In this situation, fiscal policy dominates monetary policy: if the fiscal instrument is available, there would be absolutely no need to use monetary policy as well. An assignment which prevented monetary policy responding to cost-push shocks in these circumstances would be costless.
When a potential stabilising role for fiscal policy alongside monetary policy is discussed in the context of the conventional assignment, what people normally have in mind is the impact of fiscal policy on demand. Should fiscal policy play its part in demand management? Potential supply side influences of particular taxes, while interesting and important, may be of secondary concern. If this is the case, an analysis of income tax changes in models involving infinitely lived consumers may also be of secondary interest for obvious reasons. In contrast, looking at government spending as an instrument in these types of models will be more informative, because temporary changes in government spending will impact on demand precisely because consumers will smooth the consequent current or future tax increases required to pay for this spending.  

 Eser, Leith and Wren-Lewis (2009) show that if we focus on government spending as the fiscal instrument, then it can be shown analytically in simple models that the government spending gap should remain zero following business cycle shocks, and that this result appears robust to a number of complications, such as the presence of inflation inertia
. Changing government spending will influence demand, and therefore inflation, and should be used if monetary policy is constrained. However if monetary policy is unconstrained, it dominates government spending as an instrument to control inflation in response to all shocks, even when the impact of the shock on welfare cannot be eliminated.  The source of this dominance is that changes in interest rates also influence labour supply, which has a direct influence on inflation. Therefore, if we interpret this part of the conventional assignment as saying that (when monetary is unconstrained) fiscal policy should not be used for demand management, then it has zero cost. The authors argue that their analysis helps explain similar numerical results in the recent literature.
 
What concerns us here is the other side of this conventional assignment, which restricts monetary policy not to respond to movements in debt. Is it possible to demonstrate a similar dominance result, such that an optimal monetary policy would never respond to excess debt? Schmitt-Grohe and Uribe (2007) examine an example of the conventional assignment in the form of simple policy rules, where monetary policy follows Taylor type rules and fiscal policy reacts only to debt. They find that for particular parameterisations of either rule, the welfare cost of following these rules compared to the Ramsey policy are pretty small. This might suggest dominance. However, the Ramsey policy implies a random walk in steady state debt, and here the impotence of monetary policy should not be surprising. First, the policy involves largely accommodating any change in debt, so there is little for monetary or fiscal policy to do in the short term. Second, the new level of debt implies a change in debt financing requirements which has to be met by fiscal instruments, because it implies a permanent change in these instruments. The real interest rate is tied down in the long run by time preference, and so cannot be permanently changed to finance debt. So fiscal dominance follows in a straightforward way.
Our current discussion involves a rather different situation, where any shock to debt does have to be reversed. If debt has to be returned to its initial level following a shock, then monetary policy can in principle help in doing so. Even if all government debt was indexed, in a Keynesian world where monetary policy makers can influence the real interest rate in the short term, monetary policy can help reduce debt by reducing the costs of servicing it. How effective this is depends on the maturity structure of debt and the yield curve, although with Quantitative Easing monetary policymakers have rather more influence on this than in normal times. If debt is nominal, then a period of above target inflation will reduce the real debt burden. There are also likely to be other transmission mechanisms related to the output gap (e.g. tax receipts rise when output is high, and transfer payments are reduced).

 It is also straightforward to see that the larger the size of the government’s stock of debt relative to GDP, the more cost effective interest rate changes will be as a means of reducing that debt compared to fiscal instruments. The following figure is taken from Leith and Wren-Lewis, 2007, and shows optimal time consistent policy responses to a shock that raises debt above its initial (and efficient) level. The model used in this paper assumes all debt is one period, and so certainly exaggerates how effective monetary policy is in reducing debt, but it clearly shows how the size of the initial debt to GDP ratio has a key influence on when monetary is an effective means of debt control. It also shows a lack of fiscal dominance.
Figure 1
      Effectiveness of Monetary and Fiscal Policy in Optimal Debt Reduction assuming time consistent policy, from the model in Leith and Wren-Lewis 2007
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The standard objection to using monetary policy as a means of debt control is that it prevents monetary policy from restraining inflation. But the figure above represents the result of optimal policy, where optimisation is judged with respect to a measure of social welfare derived from agents’ utility. As is well known in such exercises, with standard calibrations this gives a very high weight to the control of inflation. So how can monetary policy control both debt and inflation? Figure 2 is taken from Kirsanova and Wren-Lewis (2007). 
Figure 2

Optimal and fixed interest rate policies following a cost-push shock when fiscal policy is fixed, using the model from Kirsanova and Wren-Lewis (2007)
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2) Woodfords zero bound strategy.  Expectation that optimal policy under commitment involves positive output gaps as part of anti-deflation strategy.

3) Fiscal pressure. Large budget deficits, low interest rates as part of strategy to reduce them.

The dotted line is the optimal monetary policy response to a cost-push shock in the case where the fiscal authority does nothing to control its debt stock. All debt is indexed. The solid line is the case where nominal interest rates are constant. There is a well defined solution in both cases.
 When monetary policy is optimal, interest rates are first cut (which substantially reduces debt, although once again we assume unrealistically that all government debt is one period debt), and then interest rates are raised above their steady state level. This policy works because both inflation and demand (consumption) are forward looking. Although interest rates are lower for longer than they are higher, consumption is on average lower because it looks at future interest rates. Inflation depends on future consumption, so it is lower throughout. 


This figure is not meant to be at all realistic: the model is far too simple in many ways. What it shows is that in principle monetary policy can help control debt and still control output and inflation in a world where the latter are forward looking. Of course the ability of monetary policy to control inflation is impaired by having to fulfil this dual role, a point which we will return to below. But it seems unlikely that we will be able to conclude that the jointly optimal monetary and fiscal policy, in the context of a shock to debt alone where debt has to return to its initial level, will involve a change of exactly zero in interest rates. Unlike the case of government spending changes and demand management, fiscal policy does not completely dominate monetary policy in its ability to change debt.

Should monetary policy help reduce debt?

So if the optimal monetary policy involves sacrificing some inflation control to help reduce the government’s debt burden, should monetary policy makers acquiesce to any pleas to postpone rises in interest rates with this objective in mind? This argument might have some force if fiscal policy was controlled by a policy maker that always attempted to maximise social welfare in cooperation with monetary policy. Unfortunately this assumption does not seem to be very realistic. There is an extensive literature that looks at games played between monetary and fiscal policy makers who attempt to maximise different objective functions. However a more realistic view may be that fiscal policy makers are more erratic, and sometimes abandon pursuing a clear objective to appease the political interest of some particular group.  As a result, any government’s resolve to reduce debt is fragile. The political unpopularity of raising taxes or cutting government spending is clear. This unpopularity is not necessarily inconsistent with a belief that reducing debt will improve social welfare. Just as most agree moving to renewable energy is a good idea, no one wants a wind turbine near their house. As a result, governments come under constant pressure to delay or fudge actions to reduce debt.

If a government does abandon any attempt to control debt, this is likely to have serious social costs. Figure 2, taken from Kirsanova and Wren-Lewis (2007), suggests that it is possible to control both debt and inflation in models where inflation is forward looking, even when the fiscal authority does nothing to control debt. This is akin to the passive regime described in Leeper ,1991: see also Leith and Wren-Lewis, 2000. However, Kirsanova and Wren-Lewis (2007) also shows that this policy combination is severely suboptimal compared to one where both fiscal and monetary policy makers optimise. In fact, it is worse in welfare terms to any other policy where the fiscal authorities react to some degree to debt. So, in welfare terms, the worst outcome from an optimising monetary policymaker’s point of view is one where the government does nothing to control debt.  Others (e.g. Buiter, 2002) would go further, and argue that under these circumstances prices would be indeterminate. But there seems to be general agreement that this is part of the policy space that we do not want to go near.


Making debt reduction the shared responsibility of monetary and fiscal policymakers reduces the costs to fiscal policymakers of failing to control debt. The advantage of the conventional assignment is that it makes it clear that controlling debt is not a shared responsibility for the fiscal authority, and as a result it helps strengthen the fiscal authority’s resolve to behave responsibly in this regard.

One way of strengthening the conventional assignment has been to set out certain fiscal rules for government debt and deficits, where it is clearly the fiscal authority's responsibility to ensure those rules are met. There is a large academic literature on the design of such rules, which it would be inappropriate to survey here. More recently, there has been discussion of whether new institutions, such as 'fiscal councils', are required to supplement or replace such rules. My own view is that such institutions are highly desirable (see Kirsanova, Leith and Wren-Lewis, 2007)
, and in the long run such institutions might avoid some of the political economy problems discussed above. 

In the absence of established fiscal institutions of this kind, it is possible that agents may believe that monetary policy will relax inflation control to help debt. In these circumstances the appropriate policy response is to make it clear that the monetary authority has no intention of doing so. If these expectations persist, then we are in an analogous situation to the first case we considered. The private sector is overestimating inflation, in this case because they are getting the direction of future policy wrong rather than making mistakes about the impact of existing policy. The difference may be of some importance when we consider the impact of any rise in interest rates on the expectations error. Whereas in the previous case higher interest rates might even validate private sector beliefs, because it could be interpreted as the central bank revising its forecast, in the case considered here where the expectations error involves policy itself, any deviation from the expected fiscal accommodation would run counter to those expectations. As a result, there might also be a case for using interest rates in an aggressive manner to clearly signal the private sector’s error.



The first best policy is to convince the private sector that it is wrong, and here some specific things could be done. It was argued above that it was unlikely that the conventional assignment could be justified by showing that fiscal policy dominated monetary policy as a means of debt control. However, it remains an interesting and unanswered question about just how much changes in monetary policy should be used in an optimal policy, in the context where any reduction in debt was slow. The results from Leith and Wren-Lewis (2007) shown above could significantly overstate the effectiveness of fiscal policy for two reasons. First, the maturity of government debt is not modelled in a realistic way. Second, time consistent policy may be very misleading, in part because it implies a much more rapid reduction in debt than is being contemplated. If it turns out that in more realistic models the contribution of optimal monetary policy is non-zero but quite small, then the case for the conventional assignment is strengthened. 

4. Optimal monetary policy after hitting a zero bound


The third reason why agents might expect a sequence of positive output gaps as we recover from the recession is that this represents an optimal monetary policy response to hitting a zero bound when monetary policy can commit. An early example of this argument was Krugman (1998), who suggested that the Bank of Japan adopt an inflation target of 4% for a fifteen year period. More recent contributions include two extensive papers by Eggertsson and Woodford (2003,4). (See also Reifschneider  and Williams (2000), Jung, Teranishi and Watanabe, 2005, and Adam and Billi, 2006) . The point exploits the forward looking nature of both demand and inflation decisions discussed earlier.


Deflation becomes a nightmare when demand only depends on current real interest rates, and current inflation depends on the current output gap and past inflation. At the zero bound, falling inflation surely raises real interest rates, which deflates demand, which reduces inflation still further etc. If demand depends not just on current real interest rates, but also expected future real rates, and we expect at some point in the future to escape the zero bound constraint, then current demand can be supported by expectations of lower real interest rates via lower nominal rates in the future. In addition, if the Phillips curve is forward looking and depends on expected inflation, then by producing expectations of positive output gaps when the zero bound constraint no longer bites, we can raise expected inflation today, which reduces real interest rates today. We can partially avoid the costs of deflation today by committing to be ‘over-expansionary’ tomorrow.

As this argument makes clear, the policy prescription is pretty robust as long as agents are at least partly forward looking. It is also a policy that is horribly time inconsistent. Having promised higher inflation in the future to prevent deflation now, everyone would be better off once the recession is over if the policy maker re-optimised, and kept the output gap at zero. So a policy maker without commitment would find it difficult to exploit this idea, because price setters would not regard the promise of future excess inflation as credible.  Eggertsson (2006) examines how costly discretionary (time consistent) policy is in this context compared to a commitment policy. If central banks across the world have zero credibility, and would always have zero credibility, then this would just be unfortunate, and we could regard this kind of monetary policy analysis under commitment as academic wishful thinking. (It might be possible to think of devices that could allow monetary policy makers without commitment to approximate this policy. For a joint monetary and fiscal policy maker, running up debt might be one, for reasons discussed above.) 

The assumption that monetary policy makers never have the ability to depart from time consistent policy seems an unreasonable position. Central banks have worked hard to build up commitment reputations, and as a result at least some of them might be capable of implementing time inconsistent policies. Equally, those that wanted to be in this position but which were not there yet might welcome the opportunity to demonstrate their powers of commitment. As a result, and in the absence of any further information to the contrary (or which more discussion below), it might not be unreasonable for the private sector to believe that central banks were trying to implement the optimal time inconsistent policy. If this was the belief, and this belief was confounded by central banks raising interest rates at the first sight of excess inflation, then one result might be that the private sector regards this as the central bank reneging on an implicit earlier commitment. The central bank might avoid future positive output gaps, but at the cost of losing its reputation to commit!


This is a twist on a standard story. The standard story normally involves the central bank being tough (on inflation) in an effort to demonstrate its resolve and commitment. In the case considered here being tough on inflation would be seen as falling for a time inconsistent temptation, and so reduce the central bank’s reputation for commitment. Even if the central bank never planned to implement a policy of high inflation in the future to mitigate the impact of deflation, because the private sector thought it did plan such a thing, it might in the long term be optimal for it to fulfil those beliefs to preserve its credibility.


So how likely is it that the private sector will assume that the central bank is currently planning to follow a strategy that involves positive future output gaps and excess inflation? Perhaps the most powerful argument that it should is that the policy is optimal: it makes sense, if we take seriously the idea that agents are forward looking. In addition, policies such as Quantitative Easing could be interpreted in part as providing a signal that this strategy was being pursued (see Eggertsson and Woodford (2003) and Clouse at al. (2003).) They certainly indicate that the zero bound constraint is biting in a serious way. 

A simple counter argument is that no central bank has said that this is what it intends to do. A perhaps more persuasive argument can be applied to central banks with an explicit inflation target. No central bank or government has followed Krugman’s advice, and signalled its intension to raise their inflation target for a period after the recession. As Eggertsson and Woodford (2003) show, a very simple way of getting close to the optimal policy is to have a fixed price level target, which in effect means that any implicit inflation target for the future is raised for each period of deflation during the recession. (The optimal policy can be exactly achieved by having a price level target that is conditional on the output gap.) Yet no central bank has replaced its inflation target by a price level target.

One can put the same point somewhat more crudely as follows. Over the past few months in the UK, and I suspect this is also true in other countries, journalists and others have put to government officials and central bankers the concern that Quantitative Easing is just printing money, and that printing money will mean higher (than target) inflation in the future. If policy really did involve planning future positive output gaps, then it would be in the interests of those responding to these concerns to confirm them, albeit with caveats that any excess inflation in the future would be moderate and controlled. I have yet to hear policy makers respond along these lines.

But this may be treating both official communication strategies, and the role of inflation targets, too naively. In any economy there are different publics to communicate with, with different levels of economic knowledge. The inflation target itself expresses this fact. Macroeconomists typically assume that central banks are in fact approximately benevolent, by which we mean that they attempt to maximise social welfare. Following Woodford (2003), we know that social welfare depends on the output gap as well as inflation, and so policy in practice involves trading off these two targets in a sophisticated, intertemporal manner.  If every agent in the economy was a macroeconomist who was up to date in current research, then it would make more sense for central banks to publish their view of this social welfare function rather than just its inflation target. However for less knowledgeable audiences, the simple inflation target plays a useful role.


If this is the case, then the existence of unchanging inflation targets and the absence of price level targets might not be regarded as definitive evidence that central bankers were not in fact adopting optimal policy plans of the type suggested by Eggertsson and Woodford, and Quantitative Easing might well be regarded as a signal that they were. If the private sector was nevertheless wrong, we would appear to be in a similar position to our two previous cases, where future inflation and output was being overestimated. However, in the previous case involving government debt, it was clearly in the interest of policymakers to correct this mistaken belief about future monetary policy intentions. Correcting such mistakes just brought benefits. In this case correcting mistaken beliefs could be interpreted as exploiting time inconsistency, which could have serious implications for what monetary policy could do in the future. 


One possible reaction, if this appeared to be what was driving high inflation expectations, would be to change policy to validate these expectations, and thereby preserve a reputation to follow a commitment policy. The degree of excess output and inflation required to do this might not be large. Whereas a policy of keeping future output at or below its natural level clearly signals that this policy is not be followed (and therefore, potentially, the policymaker is reneging), it would be much less clear if output was temporarily slightly above its natural level and inflation slightly above its target. 

I suspect that most central banks would not be comfortable with this suggestion. It may also be giving too much weight to preserving credibility. If that is the case, it becomes important to address now that this policy is not be pursued, and given the audience being addressed, why this policy is not being followed. In the current situation with the risk of deflation, it is tempting not to do so, because if those mistaken expectations are out there, they serve a useful purpose. But this is simply the time inconsistency problem in another form. Statements that this policy is not being pursued made today have credibility, whereas similar statements made later do not.

5. Conclusion  

This paper looks at three reasons why inflation expectations coming out of the recession might be high, forcing monetary policy to tighten when the output gap was still significantly negative. The first is that the private sector overestimates the impact that current policies such as Quantitative Easing will have on future output and inflation. The second is that future interest rate increases will be delayed because of fiscal pressure arising from the large increases in government debt created by the recession. The third is that monetary policy has implicitly promised positive future output gaps in an effort to reduce deflation during the period that interest rates have been stuck at a zero bound.

All three cases involve a positive inflation expectations error, and so are analogous to a cost-push or mark-up shock in the Phillips curve. In that sense the optimum policy response is conventional and similar in all three cases. As long as the output gap remains negative some overshoot on inflation from target should be tolerated, but policy will have to tighten relative to its position if these errors had not occurred. However there are some more subtle differences among the cases.

The first case involves disagreement over the impact of existing policy, whereas the other two involve different views about what policy will be. As a result, the act of raising interest rates may have a direct impact in reducing the expectations error in the second two cases, whereas in the first it could help validate private sector views. Where expectations errors relate to future policy, there may also be a case for raising rates with the express intention of signalling the true policy.


As these expectations errors, like cost-push shocks, will eventually have significant macroeconomic costs, a first best policy is to try and eliminate these errors. In the second case involving government debt, this involves bolstering the case for the conventional assignment. This paper has argued that whereas monetary policy (when unconstrained) may dominate fiscal policy as an instrument for demand management, a similar dominance for fiscal over monetary actions in controlling debt is less likely, in the more relevant case where governments want to depart from random walk steady state debt. It would be wrong, therefore, to claim that the conventional assignment is optimal, just as it would also be wrong (when agents are forward looking) to claim that monetary policy cannot influence debt while at the same time controlling inflation. However it may still be the case, in models with realistic maturity structures for debt and where debt is reduced slowly, that the welfare gain from pursuing the optimal policy instead of the conventional assignment may be small. This gain has to be set against the danger that if the task of debt reduction is shared, this may encourage fiscal policy makers to depart from a commitment to reduce debt. This danger may be high in the absence of independent national institutions that are able to scrutinise government fiscal projections.


In the third case considered here, expectations about future policy are based on the idea that the optimal response to hitting a zero bound is to promise above target inflation in the future. Quantitative Easing provides a clear signal that this zero bound is biting. In countries with explicit inflation targets, the fact that these targets have not been increased (or altered to involve the price level) provides some indication that this policy is not being pursued, but it is not conclusive evidence. The problem with raising interest rates to demonstrate that this policy is not being implemented is that it can be taken as the monetary authority reneging on an implicit commitment to follow this policy, rather than a demonstration that this policy was never intended. For similar reasons, it is important to make it as clear as possible what policy is being followed now, rather than waiting until higher inflation expectations become costly.

All three cases illustrate the key role that inflation expectations play in monetary policy decisions. They suggest that not only is it important to know what inflation expectations are, but also something about why they are what they are, because this knowledge could influence the actions of the monetary policy maker.
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� This list is not meant to be exclusive. Another possibility, particularly if China plays a strong role in the recovery, is that the sharp increases in commodity prices seen before the recession reappear. 


� The possibility of inflation inertia is examined below.


� The circumstances in which the forcing variable in the Phillips curve is precisely the output gap are also rather special, but I hope it is clear that I am using the term output gap as a useful shorthand to describe this forcing variable (which will also be different for Phillips curves for wages and prices, of course).


� Changes in inflation expectations that can be ascribed to uncertainty about the policy target, particularly in economies where there is no explicit inflation target or the target lacks credibility, will not be considered here. 


� The model they use is deliberately simple. It involves a closed economy with infinitely lived agents choosing consumption and labour supply. Firms are monopolistically competitive and price subject to Calvo contracts. Social welfare is derived from the utility of the representative agent. In steady state production subsidies financed by lump sum taxes ensure that the steady state is efficient, but lump sum taxes cannot be varied outside of the steady state. 


� The basic model involves infinitely lived consumers choosing consumption and labour supply, and Calvo contacts in both wage and price setting. The economy is small and open, with home bias such that a closed economy is a special case. International risk sharing is assumed to allow an explicit second order approximation to social welfare to be derived, and the optimal commitment and discretionary solution to be computed analytically.


� For reasons that have already been noted, this dominance applies only to fiscal policy as a tool of demand management. Tax changes can have supply side effects that can be useful. Not only can they can directly offset cost-push shocks, but they may help to correct distortions in the real wage if both wages and prices are sticky, as Eser et al (2009) show.


� The validity of equilibria where no fiscal feedback occurs and monetary policy is passive has been questioned in the debate over the Fiscal Theory of the Price Level (FTPL). In a technical sense the solutions shown in Figure 2 are entirely standard, and some of the charges levelled at the FTPL just do not apply. For example, the determination of prices uses the standard Calvo formulation, although Leith, Warren and Wren-Lewis (2003) show that FTPL type results can occur even in entirely backward looking models. 


The main criticism of the FTPL in Buiter (2002) is that the government’s intertemporal budget constraint will not be satisfied for all paths of prices. Buiter argues that this ‘denies the singlemost important defining characteristic of a market economy: hard budget constraints based on clearly defined property rights, backed up with default penalties in case of non-observance’. Buiter suggests instead that government’s debt would be revalued/discounted by the private sector, which would ensure that the intertemporal budget constraint held while keeping the aggregate price level indeterminate. 


A key question to ask is under what conditions is it appropriate to assume that discounting of debt occurs? It could be argued that discounting would occur under the constant interest rate policy because the intertemporal budget constraint would not be satisfied for non-solution price paths. It is far from clear that this criticism can be applied to the alternative shown in Figure 1 where monetary policy optimises, because here the monetary authority is implicitly committed to achieving stability as long as the economy is controllable. 





� Kirsanova and Wren-Lewis (2007) examine a simple and standard New Keynesian model, where infinitely lived consumers choose consumption and labour supply, and firms price subject to Calvo contracts. The main focus of their analysis is on the impact of different degrees of fiscal feedback in economies where fiscal policy follows a simple debt feedback rule, but monetary policy is optimal.


� The recent experience of the UK may illustrate how rules that are flexible enough to allow debt to play an important cyclical buffer rule may also allow policy makers to be over optimistic about the cyclically adjusted fiscal position. Perhaps as a result, the main UK opposition has committed itself to establish a fiscal council of the type discussed in Kirsanova, Leith and Wren-Lewis, 2007.





